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INTRCDUCTION

is a collection of rore than 200 FORTRAN subroutines and ALGOL proce=
dures in the area of numerical mathematics. These programs provide a
basic computaticnal capability which may be easily interfaced with user
programs to solve many problems in engineering, science, and industry.
Program calling sequences are designed for maximum ease of use and are
standardized in each section. A number of programs utilize the hard=-

- ware=based double precisicn capabilitye The areas of numerical mathe-
matics included are:

The Burroughs B 7700/B 67C0 NUMERALS Numerical Analysis Program Library I

a. Matrices.
be Folynomialse.

c. Numerical soluticn of systems of ordinery
di fferential equations.

de ANumerical integration and di fferentiation.
e. Standard mathematical functicns.
f. interpolation and curve fitting.
g. Zeroes and extréma of nonlinear fdnctions.

Where feasitle, the Library includes only one method .per mathematical
problem ares. This is most notably true in the areas of di fferential
"equatiorss roots of polyncmialss, and eigenvalues and éigenvectors of
matrices, fcr which there are algcrithms recently devised that are
demonstrably superior to clder methods. In other cases, where no
single orcgram has all the desired characteristics, such as accuracy cr
efficiercy, an effort is made to ensure that each desirable character= I
istic is represented by one or more programs. For examples there are
three ALGOL matrix inversion routines: INVERSE, the fastest;
INVWITHIMPRYV, which computes the inverse to machine accuracy; and
INVERSECVERA» which minimizes storage.

The question cf what to dc if a program determines that a given problenm
is beyord its capacitys fcr examples LINEGN enccuntering a singular
matrixr, is cenerally resolved in favor of printing an error message

and exiting. Hcwever, the progrars of SYMLINPAC, as well as DIFEGQNS,
return to a user=supplied Label if an error concition is encountered.

Discounting errcr messacesSr, all programs except DIFEQNS, SIMPLECIFEGNS,
and DESF are input=-output free.

CONIENIS._OF THE_LIBFARY. _ »
The library is supplied as a collecticn of the following files:

a. FORTLIB/SYMBOL = FORTRANSYMBCL file that contains the source
codes cf all FORTRAN subroutines.

be MATHLIB/SYMBOL = ALGOLSYMBCOL file that contains the source
codes cf all ALGOL procedures.

Revised 9/23/75 by
PCN 1076981-001 ix
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the sequence numbers in
individual subroutines

FORTLIB/INCEX = DATA file that Llists
the file FORTLIB/SYMBOL at which the
occure

MATHLIB/Z INCEX = CATA file that Lists
the file MATHLIB/SYMBOL at which the
occure.

the sequence numbers in
individual procedures

FORTLIB/CATALOG = DATA file that lLists the subroutines
according to abilities.

MATHLIB/CATALOG = DATA file that Lists the procedures according
to abilities.

FORTLIB/DOCUMENT = DATA file that describes the syntax, calling
secuence, and input/output requirements of the subroutines in
FORTLIB/ SYMBOL .

MATHLIB/ DOCUMENT = DATA file that describes the syntax, calling
secuences and input/output requirements of the procedures in
MATHLIB/SYNMBOL .

LIBRARY/ SYNTAX = ALGOLCOCE file cf a program that prints out,
when executed, the section of file FORTLIB/DCCUMENT or
MATHLIB/DOCUMENT pertaining to a specified routine. The
FORTLIB/DOCUMENT and MATHL IB/DOCUMENT files are expected on
disk at the time the program is executed. If a label equation
to another storage device is desireds, the internal name of the

file is FIN. The program is executed as follows:
2 EXECUTE LIBRARY/SYNTAX("file namesroutine name™)
? END

where

file name = FORTLIB or MATHLIB

name of a routine as
on the index files

routine name = it occurs

USE_OF_THE_ LIBRARY.

To solve a mathematical problenm,
stepwise

do

the user may adopt the following
procedure:

ALGCL libraries
select appropri-ate
to step jo

Refer to the catalogs for the FORTRAN or
(FCRTLIB/CATALOG or MATHLIB/CATALOG) and
routine. If no routine is available, go

Use the prcgram LIBRARY/SYNTAX to obtain
routine.

the syntax for the

the source code.
is selected.

Decide whether to use the object code or
Proceed to ster g if object code binding



de
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ke

Refer to the corresponding irdex.(FURTLIB/INDEX or :
MATHLIB/ INCEX) fer the lccation of the selected routine in the
source file (FORTLIB/SYMBOL cr MATHLIB/SYMBOL).

Use the $ INCLUDE 6otion to insert the proper routine in the
main programe.

If the rcutine performs as expected and solves the problem, go
to step k; otherwise go to step i. ’

Use thé BINDER Program to bird the object code of the selected

routine to the main program. The compile time option
$ AUTOBIND may also be used.

If the rcutine performs as expected and solves the problems» go
to step k; otherwise go to step i.

Serd all pertinent inforrmaticn regarding the problem to the
Froject Manager, NUMERALS. CGo to step k.

Send an ability request to the Project Manager, NUMERALS.

END.

Revised 9/23/75 by
PCN 1076981-001 xi



SECTION 1

MATRICES

ALl matrices used in the following programs are assumed to be

stored in locations 1:N, 1:N of their respective arrayss and vectors in
locations 1:N; computed matrices and vectors are similarly stored.

That iss row and column 0 are not used for matrix storage, and location
0 is not used for vector storage. The only exceptions to this are
banded, symmetric matrices, which must be input in a special form.
However, all arrays passed to matrix procedures must be declared with
lower bounds of 0, a requirement dictated by hardware efficiency. For
both tinear systems and eigenvalues, only the lower triangular half of
a symmetric matrix is needed.

Operations on rows (treated as array rows) rather than columns are used
wherever possible for increased speed, except in procedure INVERSEOVERA
where storage limitations preclude this. INVERSEOVERA is therefore
slower than INVERSE, but requires only one~half as much storage. Addi-
tional features for linear systems are the use of double precision
arithmetic in an iterative method of improving solutions to machine
-accuracy, and a method for computing the determinant which avoids expo=
nent overflow or underflow. Many procedures for Llinear systems appear
in two versions, the first for real matrices and the second for symme=
tric matrices. In-addition, there is a separate procedure to solve
complex Llinear equations.

Under the paragraph heading EIGENVALUES AND EIGENVECTORS, in this sec=
tion, are the most recently published procedures for the computation of
eigenvalues of real, symmetric, and complex matrices. Here, also,
double precision arithmetic is used for key computations. Each proce-
dure is thoroughly tested.

Common arithmetic operations on square matrices as well as addition,
subtraction, and multiplication of rectangular matrices are provided
for under the paragraph heading MATRIX ARITHMETIC, in this section.

LINEAR_EQUATIONS, MATRIX INVERSION, AND DETERMINANTS.

REAL MATRICES =~ LINPAC.

LINPAC is a collection of procedures to solve a system of linear
equations, invert matricies, and compute determinants. A full

accuracy option allows solutions and inverses to be computed to full
machine accuracy (11 + decimal digits). The different procedures given
allow for different combinations of options.

The basic method employed is Gaussian elimination with partial pivoting
(row interchanges), also known as LU decomposition. The versions for
lLinear equations use combinations of two or more basic working proced=
uress, of which there. are four; DECOMPOSE, SOLVE, IMPROVE, and DETERMIN=-
ANT. A description of these four follows.

DECOMPOSE transforms a copy of the input matrix A (some procedures
allow A itself to be transformed, at the user's option) into the prod-
uct of an upper triangular matrix U and a lower triangular matrix L



with 1's along the main diagonal. U is stored in the upper triangular
half of the array LU and L is stored in the lower triangular half with
the 1's omitted. The elimination is carried out by using a form of
scaling in addition to choosing maximum column pivots. It is done as
follows: ‘Before the elimination begins, the reciprocal of the maximunm
magnitude element in each row is recorded. The elimination proceeds

by choosing as the pivot element the largest entry, taking into account
the scale factors, on or below the main diagonal. Rather than actually
interchange the rows, the row indices stored in the array PS are inter-
changed. The LU decomposition actually satisfies the equation LU = PA,
where P is a permutation matrix because of the row interchanges.

The solution is computed in SOLVE by solving successively the systems
LY = B and UX =Y (the back solution).

IMPROVE iterates on the initial solution provided by SOLVE until full
machine accuracy is achieved. This is done as follows: The residual
vector R = AX=B is computed in double precision arithmetic, and the
correction DX1 satisfying (approximately) ADX1 = R is computed by
SOLVE. The process is repeated for the new residual vector R1 =
A(X+DX1)=B and continues until the correction becomes negligible.
Iterative improvement requires only a copy of A and a modest amount of
additional time because the LU decompos1t10n of A need only be computed
for the initial solution.

DETERMINANT computes the significant digits and exponent of det(A) sep=
arately to avoid possible exponent overflow or underflow. Det(A) is
‘stored as a real number, DETBASE, and an integer power of 10, DETEXP:
det(A) = DETBASE X 10.0 3 DETEXP. If det(A) lies within floating point
range, DETBASE is set to the value det(A) and DETEXP is set to O.
Otherwise, DETBASE satisfies 1 LEQ ABS(DETBASE) LSS 8.0313 and DETEXP
is the appropriate power of 10 for DETBASE.

I1f a singular matrix is detecteds, procedure SINGULAR is called to print
an error message; the computation is then continued, resulting in a
divide by zero in SOLVE. This may be avoided by declaring a LABEL.,
perhaps ERREXIT, in the user program, inserting the statement GO TO
ERREXIT at the end of procedure SINGULAR, and labeling an appropriate
statement in the calling program with the LABEL ERREXIT.

Procedure INVERSE obtains the LU decomposition from A by calling
DECOMPOSEs, and then solves the N systems of equations LUX = B[IJ, with
BLI]l the Ith column of the Identity matrix, I = 1,25...» N. Rather
than make N calls to SOLVE, INVERSE takes advantage of the special
structure of the columns of the Identity matrix to achieve full effi~
ciency. It is the fastest of the three inversion routines.



"INVWITHIMPRV uses DECOMPOSE, SOLVE, and IMPROVE to compute each column
of the inverse to full machine accuracy. No advantage is taken of the
special structure of the Identity matrix. This procedure is four to
five times slower than INVERSE and should only be used when a fully
accurate inverse is necessary.

INVERSEOVERA also computes the LU decomposition of A, but inverts L and
U in place, i.e.» Without requiring a separate array for storage of the
inverse. It therefore requires only half as much storage as INVERSE,
but is slower.

|
Forsythe, George E. and Moler, Cleve B. 1967. Computer
Linear Algebraic Systems. Englewood Cliffss, N. J.:Pren



LINEQN PROCEDURE. The syntax for the LINEQGN procedure is:

PROCEDURE LINEQN(N,A,>LU»B»X)>
VALUE N7 INTEGER N3
ARRAY A,LUL0,01, B»X[O01;

Burpose.
LINEQN solves the linear system AX = B.

Input.
Input for LINEQN consists of:

N = dimension of coefficient matrix A
A - coefficient matrix
B - right=-hand=side vector

Qutput.
Output for LINEQN consists of:

LU - matrix containing the triangular decomposition of A
X = solution vector

Remarks.

LINEQN(N,A»A»BsX) overwrites A with its triangular decomposition and
saves NxN words of storage.

LINEQN uses procedures DECOMPOSE, SOLVE, and, indirectlyQ INNERPROD»
ELIM, and SINGULAR.

N



DETLINEQN PROCEDURE. The syntax for the DETLINEQN procedure is:

PROCEDURE DETLINEQNC(N»A»,LU»B»X>DETBASE,DETEXP);
VALUE N; INTEGER N,DETEXP;

REAL DETBASE;

ARRAY A,LUCO0,01, B»X[O01;

DETLINEQN solves the linear system AX = B and calculates the

determinant of the coefficient matrix A.

Input.
Input- to DETLINEQN consists of:

- dimension of coefficient matrix A
- coefficient matrix
- right=-hand=side vector

@ > =2

Qutput.
Output for DETLINEQN consists of:

LU = matrix containing the triangular decomposition of A

X = solution vector

DETBASE = contains the significant digits of det(A)
DETEXP = contains the appropriate power of 10 for DETBASE

Remarks.
DETLINEQN(N>A,A,B»X,DETBASE,DETEXP) overwrites A with
decomposition and saves NxN words of storage.

its triangular

"DETLINEQN uses procedures DECOMPOSE, SOLVE, DETERMINANT, and,

indirectly, INNERPROD, ELIM, and SINGULAR.



LINEQNIMPRV PROCEDURE. The syntax is as follows:
PROCEDURE LINEQNIMPRV(N,A,B»X»DIGITS);
VALUE N3 INTEGER N3
REAL DIGITS;
ARRAY AL0,01, B»X[O013

Purpose.

LINEQNIMPRV solves the llnear system AX = B and improves the solution X
to machine accuracy.

lDQHL- ’
Input to LINEQNIMPRV consists of:

- dimension of coefficient matrix A
- coefficient matrix
= right=-hand=side vector - ' z

@D > =

Qutpute.
Output for LINEQNIMPRV consists of:

X = solutlon vector
DIGITS = number of correct d1glts in initial solution

LINEQNIMPRV uses procedures DECOMPDSE, SOLVE, IMPROVE, and, indirectly,
INNERPRODs DOUBLEDOFPROD», ELIM, and SINGULAR.



DETLINEQNIMPRV PROCEDURE. The syntax is as follows:

PROCEDURE DETLINEQNIMPRV(N,A,B»X,DIGITS,DETBASE,DETEXP)}
VALUE N3 INTEGER N,DETEXP;

REAL DIGITS,DETBASE;

ARRAY A(C0,01, B»X[O0];

DETLINEQNIMPRV solves the Llinear system AX = B, improves the solution
to machine accuracys and computes the determinant of the coefficient
matrix Ae. '

Input.
Input to DETLINEQNIMPRV consists of:

= dimension of coefficient matrix A
- coefficient matrix
= right=hand=side vector

@® > =

Qutput.
Qutput for DETLINEQNIMPRV consists of:

X = solution vector

DIGITS = number of correct digits in initial solution
DETBASE = contains the significant digits of det(A)

DETEXP = contains the appropriate power of 10 for DETBASE

- - S

DETLINEQNIMPRV uses procedures DECOMPOSE, SOLVE, IMPROVE, DETERMINANT,
and, indirectly, INNERPROD, DOUBLEDOTPROD», ELIM, and SINGULAR.



LINEQNS PROCEDURE. The syntax is as follows:

PROCEDURE LINEQNS(N»,A»K»C»Y);
VALUE N,K; INTEGER N,K;
ARRAY A,C»Y[0,015

Purpose. ' .

LINEQNS solves the K systems of equations AY = C, where the K right=-
hand sides are stored in rows 1 through K of the KxN matrix C, and the
corresponding K solutions are placed in rows 1 through K of the KxN
matrix Y.

lnput.
Input to LINEQNS consis;s of:

N = dimension of coefficient matrix A
A - coefficient matrix
K = row dimension of the matrices C and Y

C - the matrix used to store the set of right=-hand=sides as rows,
dimensioned C[O0:K,0:N] y

OQutput.

Output for LINEQNS consists of:

Y = the matrix used to store the set of solutions as rowss
dimensioned Y[O0:K,0:N1]

Method.
After A is decomposed into triangular form, SOLVE is called successive=
ly for each row of C. The rows of C and Y are treated as 1=-dimensional
arrays using the array row feature of Burroughs ALGOL so that no
efficiency is lost.

Remarks.
A is overwritten by its LU decomposition in the process.

LINEQNS uses procedures DECOMPOSE, SOLVE, and, indirectlys, INNERPROD»,
ELIM, and SINGULAR.



DETLINEQNS PROCEDURE. The syntax is as follows:
PROCEDURE DETLINEQNS(N,A,K,C,Y,DETBASE,DETEXP);
VALUE N,K;? INTEGER N»K,DETEXP;

REAL DETBASE;
ARRAY A,C,Y[0,01;

Purpose.
The purpose of DETLINEQNS is the same as LINEQNS except that in
addition the determinant of A is calculated.

Input.
Input to DETLINEQNS consists of:

N = dimension of A
A - coefficient matrix

K = row dimension of matrices C and Y

C - matrix used to store the set of right=hand sides as rowss,

dimensioned CLO:K»O0:N]

Qutput for DETLINEGNS consists of:

Y - matrix used to store the set of solutions as rows,
dimensioned Y[O0:K,0:N]

DETBASE = contains the significant digits of det(A)
DETEXP = éontains the appropriate power of 10 for DETBASE
Remarks.

DETLINEQNS uses procedures DECOMPOSE, SOLVE, DETERMINANT, and,
indirectly, INNERPROD, ELIM, and SINGULAR.



INVERSE PROCEDURE. The syntax is as follows:

PROCEDURE INVERSE(N,A,AINVERSE,DETBASE,DETEXP);
VALUE N; INTEGER N,DETEXP;

REAL DETBASE;

ARRAY A, AINVERSEC[O0,01];

INVERSE computes the inverse of the matrix A, stores it in AINVERSE,
and computes the determinant of A. '

Input.
Input to INVERSE consists of:

N’- dimension of A
A - matrix to be inverted

OQutput for INVERSE consists of:

AINVERSE = array containing the inverse of A
DETBASE = contains the significant digits of det (A)
DETEXP = contains the appropriate power of 10 for DETBASE

The inverse is computed by solving successively the N systems of equa-
tions represented by A x AINVERSE = I, taking account of the special
structure of the columns of the identity matrix I. No iterative
improvement is used.

Remarks.
- A and AINVERSE must occupy separate storage. A is overwritten by its
LU decomposition in the process.

INVERSE uses procedures DECOMPOSE, SOLVE, DETERMINANT, and, indirectly,
INNERPROD, ELIM, and SINGULAR.



INVWITHIMPRV PROCEDURE. The syntax is as follows:

PROCEDURE INVNITHIMPRV(N’A’AINVERSE’DETBASE»DETEXP);
VALUE N> INTEGER N,DETEXP;

REAL DETBASE;

ARRAY A, AINVERSE[O0,01;

Purpose.
INVWITHIMPRV. computes the inverse of the matrix A, stores it in
AINVERSE, and computes the determinant of A.

Input.
Input to INVWITHIMPRV consists of:

N-= dimension of A
A = matrix to be inverted

Dutput for INVWITHIMPRV consists of:

AINVERSE = array containing the matrix of A
DETBASE = contains the significant digits of det(A)
DETEXP = contains the appropriate power of 10 for DETBASE

Method. :
The inverse is calculated by solving successively the N systems of
equations represented by A x AINVERSE ='I, where I is the NxN jdentity
matrix. Each column of AINVERSE is calculated to machine precision
using jiterative refinement. No account of the special structure of I
is taken. Since A must be preserved for the jiterative improvement,
INVWITHIMPRV requires NxN more words of storage than INVERSE and takes
four to five times longer.

A and AINVERSE must occupy separate storage.

INVWITHIMPRY uses procedures DECOMPOSE, SOLVEs, IMPROVE, DETERMINANT,
and, indirectly, INNERPROD, DOUBLEPROD, ELIM», and SINGULAR.



DETOFA PROCEDURE. The syntax is as follows:

PROCEDURE DETOFACN,A,DETBASE,DETEXP);
VALUE N; INTEGER N,DETEXP;

REAL DETBASES

ARRAY AL0,01;

Bg:99§§~
DETOFA computes the determinant of A.
Input.

Input to DETOFA consists of:

N = dimension of A
A - matrix whose determinant is to. be computed

~ Qutput.

OQutput for DETOFA consists of:

DETBASE = contains the significant digits of det(A)
DETEXP = contains the appropriate power of 10 for DETBASE

DETOFA computes the significant digits and exponent of det(A)
separately, to avoid possible exponent overflow or underflow. Det(A)
is stored as a real number, DETBASE, and as an integer power of 10,
DETEXP: det(A) = DETBASE x 10+«DETEXP. If det(A) lies within floating
point range, DETBASE is set to the value det(A) and DETEXP is set to 0.
Otherwise, DETBASE satisfies LEQ ABS(DETBASE) LSS 8x13 and DETEXP is
the appropriate power of 10 for DETBASE.

Remarks.
A is overwritten with its LU decomposition.

DETOFA uses procedures DECOMPOSE, DETERMINANT, and, indirectly,
INNERPROD, ELIM, and SINGULAR.



INVERSEOVERA PROCEDURE. The syntax is as follows:

PROCEDURE INVERSEOVERA(N,A):
VALUE N; INTEGER N;
ARRAY AC0,01;

wnin
mio
O e

VERA replaces the matrix A by its inverse.

to INVERSEOVERA consists of:

N = dimension of A ,
A = A[L1:N,1:N] contains the matrix to be inverted

Qutput.
Output for INVERSEOVERA consists of:

A - the original matrix is overwritten by its inverse

METIHOD.

INVERSEOVERA inverts the matrix A "in place."™ That is, as the elements
of the inverse of A are computed, they replace the corresponding ele-
ments of A, thus saving NxN words of storage over procedure INVERSE.
INVERSEOVERA is, however, slower. A is first decomposed into triangu=-
lar form by procedure TRIANGLDECOMP which is the same as procedure
DECOMPOSE in LINPAC except that actual row interchanges are used. The
triangular form is then inverted by procedure INVERT, as follows: The
inverse, X, of the product LU (the triangular form) is calculated from
the conditions that XL be an upper triangular matrix and UX be a unit
lower triangular matrix. The columns of X are then interchanged in the
reverse order as the row interchanges in TRIANGDECOMP to get the
inverse of A.

Remarks.

A must be declared with lLower bounds of zero in the calling program.

Foxs, L. 1951. Practical Solution of Linear Equations and Inversion of
Matrices. In Nat. Bur. Stand. AMS 39 ed. 0. Taussky, pp. 1=54.

1-13



LEASTSQUARES PROCEDURE. The syntax is as follows:

PROCEDURE LEASTSQUARES(M1,M,N,A»,B» X, RES,FIRST,SINGULAR)S
VALUE M1,M,N,FIRST; INTEGER M1,M,N;

ARRAY A[0,01)» B»XsRES[O1;

BOOLEAN FIRST;

LABEL SINGULAR;

LEASTSQUARES solves an overdetermined system of M equations in N
unknowns. A specified number of the equations may be satisfied
exactly.

input.
Input to LEASTSQUARES consists of:

M1 = the first M1 equations are satisfied exactly.
M1 must satisfy: 0 LEQ M1 LEQ N.

M = number of equations (rows of the matrix)
N = number of unknowns (columns of the matrix)

A = coefficient matrix is input in locations 1:M,1:N
of the array A[0O:M,0:N]

B = right=-hand=side vector is input in locations 1:M
of the array B[0O:M]

FIRST = Boolean switch which must be true on the first
call to LEASTSQUARES and false on subsequent calls
with the same coefficient matrix and different
right-hand sides

SINGULAR = Label to which control is transferred if the
QR decomposition cannot be completed (if A has
rank less than N or M1 is chosen too large)

Qutput. :
Qutput for LEASTSQUARES consists of:
A = A is overwritten with its QR decomposition
"X = the solution is output in locations 1:N of X[O:N1]

RES = the residuals are output in locations M1+1=M of
: the array RES[O0:M]

Method.

If FIRST is false, A is decomposed into the product @ X R of  an
orthogonal matrix @ and an upper triangular matrix R using a sequence
of elementary Householder transformations. Pivoting is accomplished
by choosing among the remaining columns. The one with the largest sum

1=14



of squares to be reduced is next. If FIRST is false, the array QR is
already assumed to contain the QR decomposition of A. Control proceeds
directly to ACCSOLVE. In this case the value of M1 must be the same as
that used on the first call to LEASTSQUARES with the current matrixe.
The solution vector X and the residual vector R are computed in
ACCSOLVE.

Bjorck, Ake and Golub, Gene. 1967. Iterative Refinement of Linear
Least Square Solutions by Householder Transformation. BIT 7:322=337.



LEASTSQUARESIMPRV PROCEDURE. The syntax is as follows:

PROCEDURE LEASTSQUARESIMPRV(M1,M,N,A,QR»B»X»,RES,FIRST,SINGULAR,
FAIL)S

VALUE M1,M»N,FIRST; INTEGER M1,M,N3

ARRAY A,QR[0,01,B»X,RESLO];

BOOLEAN FIRST; '

LABEL FAIL,SINGULAR;

Burpose. '

Solves an overdetermined system of M equations in N unknowns. A
specified number of the equations may be satisfied exactly. The
solution is improved to machine accuracy. :

lpput.
Input to LEASTSQUARESIMPRV consists ofe

M1 = the first M1 equat1ons are satlsf1ed exactly.
‘M1 must satisfy: 0 LEQ M1 LEQ N,

M = number of equations (rows of the matrix)
N = number of unknowns (columns of the matrix)

A = coefficient matrix is input in locations 1:M,1:N
of the array A[O:M,0:N]

B - right-hand=side vector is input in locations 1:M
of the array B[0O:M]

FIRST = Boolean switch which must be true on the first
call to LEASTSQUARES and false on subsequent
calls with the same coefficient matrix and
different right=hand sides

SINGULAR = Llabel to which control is transferred if the
‘QR decomposition cannot be completed (if A has
rank less than N or M1 is chosen too large) .
FAIL = Label to which control is transferred if the

iterative refinement fails to improve the
solution sufficiently

Qutput for LEASTSQUARESIMPRV cons1sts of:
A - A is preserved by the procedure

QR = the QR decomposition of A is output in the array
QRCO:M»0:N]

X = the solution‘is4output in Locations 1:N of X[O:N1

RES = the residuals are output in locations Ml+1-M of

'l



the array RES[O:M]

Method.

If FIRST is true, A is decomposed into the product QXR of an orthogonal
matrix Q@ and an upper triangular matrix R, using a sequence of elemen=-
tary Householder transformations. Pivoting is accomplished by choos=
ing, among the remaining columns the one with the largest sum of
squares to be reduced next. If FIRST is false, the array QR is assumed
to already contain the QR decomposition of A and control proceeds
directly to ACCSOLVE. In this case the value of M1 must be the same as
that used on the first call to LEASTSQUARESIMPRV with the current

matrixe

In ACCSOLVE the first solution is taken to be a null vector, and the
first two iteration steps are always executed. The iteration for the
current right-hand side is terminated when the conditions (1) and (2)
"below are simultaneously satisfied:

(1) NCDX(S)) GEQ .125xN(DX(S=1)) OR NC(DX(S)) LEQ ETAxN(X(1))
(2) NCDR(S)) GEQ .125xN(DR(S=1)) OR NC(DRC(S)) LEQ ETAxN(R(1))

N stands for the Euclidean norm, and DX(S) means the value of DX after
the Sth iteration. If the iteration is terminated and at the same time

N(DX(S)) GTR 2xETAxN(X(1)) AND NCDR(S)) GTR 2XETAXNC(RC1))

the exit FAIL is used.

This is a modified version of procedures appearing in: Bjorcks Ake and
Golub, Gene. 1967, Iterative Refinement of Linear Least Square
Solutions by Householder Transformation. BIT 7:322-=337.



SYMMETRIC MATRICES = SYMLINPAC. :
SYMLINPAC is a set of procedures, analogous to LINPAC, used to solve
systems of equations with symmetric coefficient matrices and to invert
such matrices. Full advantage is taken of the symmetry by requiring
only the lower triangle of the input matrix for each SYMLINPAC proce-
dure. Full accuracy options, which allow solutions and inverses to be
computed to 11+ decimal digits, are included. If determinants are
desired, the relevant procedures of LINPAC must be utilized instead.

A variant of the Cholesky decomposition allowing nonsingular symmetric
matrices which are not necessarily positive-definite is used. However,
the method guarantees numerical stability only for equations and
inverses involving positive~definite matrices, and for general sym=
metric matrices serious loss of accuracy may occur because pivoting
(row interchanges) is not performed. The matrix is decomposed into the
product A = LDU, where L is a lower triangular matrix with ones on the
diagonal, U is its transpose, and D is diagonal. If the matrix is not
required for iterative improvement (it is not in SYMLINEQN, SYMLINEQNS,
and SYMINVERSEOVERA), the lower triangle of A is overwritten with L.

In SYMLINEQNIMPRV and SYMINVWITHIMPRV, A is preserved and L is stored
separately. The reciorocals of the elements of D are stored instead of
the elements themselves. Iterative improvement, when desired, -is
accomplished Wwith essentially the same procedure as IMPROVE in LINPAC.

Should a singular matrix be encountered, control is returned to-the
statement in the calling program whose LABEL is passed as the formal
parameter SINGULARMATRIX (FAIL in SYMBANDLINEQN).

SYMBANDLINEQN uses the standard Cholesky decomposition, which requires
positive=definitenesss to solve a band symmetric system of linear equa-
tions. Full advantage of the band structure is taken by storing only
the non=zero elements of the input matrix. A Boolean switch, FIRST, is
provided for effijcient calculation of systems with several right=hand
sides. On the first call to SYMBANDLINEQN, FIRST must be set TRUE, in
which case the input matrix is overwritten with its Cholesky decomposi=
tion. 0On subsequent calls with the same coefficient matrix and differ-
ent right=-hand sides, FIRST should be set FALSE, in which case the
decomposition is skipped. The inverse matrix can be calculated with
reasonable efficiency by making N calls, with B the successive columns
of the identity matrix.

Martins R. S.3 Peterss G.; and Wilkinson, J. He. 1965. Symmetric Decom-
position of a Positive Definite Matrix. Numerische Mathematik
7:362=383.

Wilkinson, J. H. and Reinsch, C. eds. 1971. Linear Algebra. Handbook
for Automagtic Computation. Vol. 2 New York:Springer=Verlag.



SYMLINEQN PROCEDURE. The syntax is as follows:
PROCEDURE SYMLINEQN(N,A,B»X» SINGULARMATRIX);
VALUE N3 INTEGER N3

ARRAY AL0,01, B»X[O01;
LABEL SINGULARMATRIX:

- SYMLINEGQN solves the symmetric Llinear system AX = B.

Input.
Input to SYMLINEQN consists of:

N = order of system

A - array containing the coefficient matrix which must be symmet-
rice It is only necessary to store the lower triangle of the
matrixs the strict upper triangle of A is not used.

B = right=hand=side vector

SINGULARMATRIX = label in the calling program to which control is
transferred if a singular matrix is encountered

Qutput.
Qutput for SYMLINEQN consists of:

A - the strict lLower triangle of A is overwritten with its
triangular decomposition

X = solution vector

Method.

A is decomposed into triangular form without .using pivoting; if A is
not positive-definite, serious loss of accuracy may occur.

Remarks.

The call SYMLINEQN(N»A,B,B’SINGULARMATRIX) overwrites B with the
solution X.

SYMLINEQN uses procedures SYMDECOMPOSE, SYMSOLVE, and, indirectly,
SYMELIM and INNERPROD.



SYMLINEQNIMPRV PROCEDURE. The syntax is as follows:

PROCEDURE SYMLINEQNIMPRV(N,A,B»X»DIGITS, SINGULARMATRIX);
VALUE N7 INTEGER N3

REAL DIGITS:

ARRAY AL0,01, B»X[O01;

LABEL SINGULARMATRIX;

Purpose. ' |

SYMLINEQNIMPRV solves the symmetric linear system AX = B and improves
the solution X to machine accuracy.

Input.
Input to SYMLINEQNIMPRV consists of:

N = order of system

A = array containing the coefficient matrix which must be symmet-
rice It is only necessary to store the lower triangle of the
matrix. However, if the full matrix is stored, the call to
SYMMETRIZE is superfluous and may be removed.

B = right=hand=side vedtor

SINGULARMATRIX = Llabel in the calling program to which control is
transferred if a singular matrix is encountered

Output for SYMLINEQNIMPRV consists of:

X = solution vector
DIGITS = number of correct digits in initial solution

A copy of A is decomposed into triangular form without using pivoting.
The solution is improved to machine accuracy unless the initial solu-
tion is too inaccurate for the iterative improvement to converge, in
which case an error message is written and control is transferred to
the statement labeled SINGULARMATRIX in the calling program.

Remarks.

B and X must occuby separate storage.

SYMLINEQNIMPRV uses procedures SYMDECOMPOSE, SYMSOLVE, SYMMETRIZE,
SYMIMPROVE, and, indirectly, SYMELIM, DOUBLEDOTPROD, and INNERPROD.



SYMLINEQNS PROCEDURE. The syntax is as follows:

PROCEDURE SYMLINEQNS(N,A,K,C»Y»,SINGULARMATRIX);
VALUE N,K3; INTEGER N,K3

ARRAY A»,C>Y[O0,01;

LABEL SINGULARMATRIX;

SYMLINEQNS solves the K symmetric systems of equations AY = C, where
the K right=hand sides are stored in rows 1=K of the array C, and the
corresponding K solutions are placed in rows 1=K of Y.

Input. ,
Input to SYMLINEQNS consists of:

N = dimension of coefficient matrix

A = array containing the coefficient matrix which must be symmet-
ric. It is only necessary to store the lower triangle of the
matrix; the strict upper triangle of A is not used.

K = the number of sets of equations to be solved

C = right=hand sides of the equations are stored in rows 1=K of
array CL[O:K»0:N]

SINGUL ARMATRIX = label'in the calling program to which control is
transferred if a singular matrix is encountered

OQutput for SYMLINEQNS consists of:

A = the strict lower triangle of A is overwritten with its
triangular decomposition

Y = solutions of the K systems are stored in rows 1-K of
Y[O:K,02sN]

A is decomposed into triangular form without using pivoting so that if
A is not positive-definite, serious lLoss of accuracy may occur.
SYMSOLVE is called successively for each row of C. The rows of C and Y
are treated as 1-D arrays (array rows) so that efficiency is not lost.

The call SYMLINEQNS(N,A,K,C,C’SINGULARMATRIX) overwrites the right=
hand=side matrix C with the solution matrix Y.

SYMLINEQNS uses procedures SYMDECOMPOSE, SYMSOLVE, and, indirectly,
SYMELIM and INNERPROD.



SYMINVWITHIMPRV PROCEDURE. The syntax is as follows:

PROCEDURE SYMINVWITHIMPRV(N,A, AINVERSE,SINGULARMATRIX)j
VALUE N7 INTEGER N3

ARRAY A, AINVERSETO0,01;

LABEL SINGULARMATRIX;

SYMINVWITHIMPRV computes the complete inverse of the symmetric matrix
A, improves it to machine accuracy, and stores it in AINVERSE[1:N,1:N1].

Input.
Input to SYMINVWITHIMPRV consists of:

N = order of A

A - array containing the matrix to be inverted; only the lower
triangle of A is required. However, if the full matrix is
stored, the call to SYMMETRIZE is superfluous and may be
removed. ' '

SINGULARMATRIX = label in the calling program to which control is
transferred if a singular matrix is encountered

-Qutput for SYMINVWITHIMPRV consists of:

AINVERSE = array containing the full inverse of A

The inverse is calculated and improved column by column, taking account
of the special form of the columns of the identity matrix. If the
jterative improvement of a column fails to converge, an error message
is written and control is transferred to the statement labeled
SINGULARMATRIX in the calling progranm.

rocedure is much slower than SYMINVERSEOVERA and should be used
only if a fully accurate inverse is desired.
A and AINVERSE must occupy separate storage.

SYMINVWITHIMPRV uses procedures SYMDECOMPOSE, SYMSOLVE, SYMMETRIZE,
SYMIMPROVE» and, indirectly, SYMELIM, DOUBLEDOTPROD», and INNERPROD.



SYMBANDLINEQN PROCEDURE. The syntax is as follows:

SYMBANDLINEQNCN»M,A,Bs X, FIRST,FAIL);

VALUE N»M,FIRST; INTEGER M,N; BOOLEAN FIRST;
ARRAY A[CO0,01, B»X[O015

LABEL FAIL;

SYMBANDLINEQN solves the linear system AX = B, where A is a symmetric
positive~definite band matrix. ‘

Input.
Input to SYMBANDLINEQN consists of:

N = order of system
M = number of Lines on either side of the main diagonal

A.=- A[1:N,0:M] contains the lower half of the positive=definite
band coefficient matrix. The subdiagonals of the matrix are
. stored in the columns of A, with the main diagonal in A[I,M1,
I =1 (1) N. The elements of the stored array occupy the
positions illustrated below for N=5, M=2 of a conventional

arraye.
Stored _Array Lower Trianagle of Conventional Array
X X Al1,2] Al1,2]
X AC2,11 AL2,2] Al2511 AL2,2]
AC3,0] AL3,11 AL3,2] AL3,0]1 A[3,11 AL3,2]
AlL,01 AL4,1] AL4,2] AL4501 AC4,11 AL4,2]

ACL5,0]1 AL5,11 AL[S5,2] AC5,01 A[5,1]1 A(5,2]

The elements indicated by X's in the upper left=-hand corner of
the stored array may be arbitrary since they are not used. A
is preserved by the progranme.

B = B[1:N] contains the right=-hand side of the system

FIRST = a TRUE/FALSE switch. The call SYMBANDLINEQN(N,M,A,B,X>»
TRUE,FAIL) is used for the first set of equationss whereas
additional sets with the same coefficient matrix and dif-
ferent right=hand sides are solved by the call
SYMBANDLINEQN(N,M,A,B, X, FALSE,FAIL).

FAIL = a label in.the calling program to which control is trans=
ferred if the matrix A is not positive-definite



Qutput.
Output for SYMBANDLINEQN cons1sts of:

A = A is overwritten with the lower triangular part of the
Cholesky decomposition A = LU

X = X{1:N) contains the solution

Method. v .

The Cholesky decomposition A = LU, where U is the transpose of L, is
performed and L is stored in the same form as A. The reciprocals of
the diagonal elements of L are stored instead of the elements them=
selves. If A is not positive-definite, the procedure fails and control
is transferred to the statement labeled FAIL in the calling program.

Remarks.

The call SYMBANDLINEQN(N,M,A»,B»B»FIRST,FAIL) overwrltes B with the
solution X.

Martin, R. S. and Wilkinson, J. H. 19
Positive Band Matrices. Numerjsche Ma

6 Symmetric Decomposition of
t a

S
hematik 7:355=361.



SYMINVERSEOVERA PROCEDURE. The syntax is as follows:

PROCEDURE SYMINVERSEOVERA(N,A,SINGULARMAT);
VALUE N7 INTEGER N3

ARRAY AL0,01;

LABEL SINGULARMAT;

SYMINVERSEOVERA overwrites the symmetric matrix stored in the lower
triangle of A[C1:N,1:N] with its compLete inverse.

Input.
Input to SYMINVERSEOVERA consists of:

N = order of A

A - array containing the matrix to be inverted. It is only nec-
essary to store the lLower triangle of the matrix. The strict
upper triangle is not used on input.

SINGULARMAT = Llabel in the calling program to which control is
transferred in case of a singular matrix

Qutput.
Output for SYMINVERSEOVERA consists of:

A - A is overwritten with the entire inverse matrix which is also
symmetric

Method. .

The decomposition A = LDU, where U is the transpose of L, is performed.
L with the unit diagonal omitted is overwritten on the strict lower
triangle of A, and the reciprocals.of the elements of D are stored on
the main diagonal. The transpose of the inverse of L (omitting its
unit diagonal) is then written on the strict upper triangle of A, after
which L inverse and D are replaced by the upper triangle of the inverse
matrix. Lastly, the remainder of the inverse is overwritten on the
strict lower triangle of A.

Pivoting is not used; if A is not positive-definite, serious loss of
accuracy may oOCCuUre.

This is a modification of procedure SYMINVERSION which appears in:
Martin, R. S.7 Peters, G; and Wilkinson, J. H. 1965. Symmetric Decom=
position of a Positive Definite Matrix. Numerjsche Mathematik
7:362-383.



COMPLEX MATRICES. ‘

A single procedure, an extension to complex arithmetic of the Gaussian
elimination method employed in LINPAC, is given for complex linear
equations. The Boolean switches FIRST and IMPROVE allow for efficient
solution of systems with multiple right-hand sides and iterative
improvement, respectively. As outlined for SYMBANDLINEQN, the inverse
of a complex matrix can be computed by successive calls to CXLINEQN.
For example, the following statements produce the inverse of A stored
in RAINVERSE and IAINVERSE.

RBL11 := 07
CXLINEQN(N,RA,IA,RLU,ILU,RB»IBsRX,» IXsTRUE,FALSE)
FOR J = 2 STEP 1 UNTIL N DO
BEGIN
RBCJ] := 13 RBLJ=1] := 0;
CXLINEQN(N,RA, IA»RLU,ILU,RB» IB»RX» IX,FALSE,FALSE);
FOR I = 1 STEP 1 UNTIL N DO
BEGIN ,
RAINVERSE(I»J]
IAINVERSELI»J] ¢
END;
END;

RXCIT;
IXCIY;

It is assumed here that the arrays RB and IB are initially set to zero.
As another example, the following code placed after CXDECOMPOSE with
the appropriate declarations computes the determinant of the complex
matrix A.

ILUC1,11;

RDET := RLUC1,11; IDET :=
t= 2 STEP 1 UNTIL N DO

FOR I
BEGIN
RDET := RDETXxRLU[CI,I1 = IDETXxILULI»II}
IDET := RDETxXILULI,IJ + IDETxXxRLUCI,IJ;
END;



CXLINEQN PROCEDURE. The syntax is as follows:

PROCEDURE CXLINEQN(NsRA»IA,RLU,ILU»RB»IBs»RXs» IX,FIRST,IMPROVE);
VALUE N»FIRST,IMPROVE; INTEGER N7 BOOLEAN FIRST,IMPROVE?
ARRAY RA,IA»RLU,ILULO,O01» RB,IB,RX,IX[O01;

Purpose.
CXLINEQN solves a system of complex Linear equations (RA + IxIA) (RX +
IxIX) = RB + IxIB. The solution may optionally be improved to machine

accuracye.

Inpute.
Input to CXLINEQGN consists of:

N = complex dimension of coefficient matrix A
RA = real part of coefficient métrix A

IA - imaginary part of coefficient matrix A
RB = real part of right=hand=side vector

IB - imaginary part of right=hand=side vector

FIRST = Boolean value. FIRST should be TRUE the first time
CXLINEQN is called with a given coefficient matrix, and
FALSE for further calls.

IMPROVE = Boolean value to specify whether or not iterative
improvement is desired

Qutput. .
Output for CXLINEQGN consists of:

RLU = real part of triangular decomposition of A

ILU - imaginary part of triangular decomposition of A
RX = real part of solution vector ‘

IX = imaginary part of solution vector

If FIRST is TRUE, a copy of A is reduced to triangular form by CXDECOM=-
POSE which uses Gaussian elimination with partial pivoting. The pivot=-
ing is accomplished by interchanging the row indices stored in the
array PS, instead of physical row interchanges. If FIRST is FALSE, the
triangular form of A is assumed to be already stored in the arrays RLU
and ILU. The solution is computed in CXSOLVE and, if IMPROVE is TRUE,
refined to machine accuracy in procedure CXIMPROVE. This is an exten-
sion to complex arithmetic of the method employed by LINPAC.

If a singular matrix is detecteds, an error message is printed and the
procedure continued, resulting in a divide=by=zero. If the IMPROVE
option is requested and the solution fails to converge after 23 itera-

tions, an error message is printed and the last iteration is taken as
a solution.



CXLINEQNC(N,RA»IAsRA» TAs RB,»IBsRX,IX,FIRST,CALSE) overwrites RA and IA
with the triangular decomposition of A and saves 2xNxN words of
storage.

Reference.

Forsythe, George E. and Moler, Cleve B. 1967. Comput
Linear Algebraic Systems, Englewood CLiffs, No Jo:Pr



The following paragraohs include procedures for calculating the full
set of eigenvalues and eigenvectors of symmetric, band symmetric, and
general real and complex matrices. Because of the computational effort
required to find eigenvectorss the user is offered the choice between a
procedure finding only the eigenvalues. and one computing both
eigenvalues and eigenvectors.

ALl procedures employ the QR or closely related LR algorithm and atll
"except INVARIANTSUBSPACES are based on the work of Wilkinson and his
colleagues published in Numerische Mathematik. Two types of prelimi=-
nary transformations are applied to significantly improve the results
of or decrease the computational effort involved in the QR or LR itera-
tions. The first type is known as "balancing,™ a method of scaling
~without introducing rounding errors which equalizes the norms of cor-
responding rows and columns of the matrix and also reduces the norm of
the matrix. Having as its major effect a substantial improvement in
the accuracy of computed eigenvalues and eigenvectors of poorly condi-
tioned matrices, balancing also detects isolated eigenvalues, effec-
tively reducing the order of the matrix when they are present. Because
of the volume of work required per QR or LR jteration on a full matrix,
it is necessary to employ a second type of transformation to reduce  the
matrix to a simpler form. The transformation used depends on the kind
of matrix, but each:is numerically stable so that a minimum of rounding
error is introduced. Although the eigenvalues of the original matrix
are preserved by both types of transformations, the eigenvectors are
not. Consequently, when eigenvectors are desired, the reduction proce=-
dures store sufficient information to allow back=transformation of the
eigenvectors of the reduced matrix.

Symmetric matrices are initially balanced so that the only preliminary
transformation required is a reduction to tri=-diagonal form. For full
symmetric matrices this is accomplished by Householder (orthogonal)
transformations, whereas for band symmetric matrices a sequence of
Jacobi rotations is used. The QL algorithm (essentially the same as
the QR) is applied to the tri=diagonal matrix in each case. If eigen=
vectors of a full symmetric matrix are wanted, they are computed and
back=transformed inside the QL procedure. ’

Balancing is carried out for real and complex matrices without user
option because the amount of computation required is small. Both real
and complex matrices are then reduced to upper Hessenberg form (zeroes
below the first subdiagonal)s, the former by Householder transformations
and the latter by elementary row and column operations with pivoting
for stability. The Francis Double=Step QR algorithm, which avoids com-
plex arithmetic, is applied to the real Hessenberg matrices, and the
somewhat simpler LR algorithm is applied to the complex ones. The
eigenvectors of the quasi=triangular (triangular) matrix produced by
the QR (LR) algorithm are computed by solving the .appropriate set of
linear equations. Back=transformation of the eigenvectors proceeds
slightly differently in the two cases. For real matrices, the trans-
formation matrix is generated separately by procedure ORTRANS, then up-
dated and applied to the eigenvectors inside HQR2. To account for bal-
ancing, a further back=transformation is performed by BALBAK. With

1=-29



complex matrices the transformation matrix is generated, updated, and
applied, all inside COMLR2. Back=transformation of the eigenvectors is
accomplished by two calls to BALBAK.

INVARIANTSUBSPACES should only be applied to those matrices, real or
complex, which are known or observed to have multiple eigenvalues whose
corresponding eigenvectors are nearly linearly dependent. For such
matrices, it produces accurate basis vectors for the subspace spanned

by all of the eigenvectors corresponding to the multiple (or clustered)

eigenvalue(s).

‘Only a few general comments are made about the QR and related LR algo-
rithms because an adequate literature exists. - The fastest of all known
methods when all of the eigenvalues or eigenvectors are desired, it is,
for examples several times faster than the Jacobi method, except for

. matrices of order less than 10. Failures are simply not encountered on
matrices of order less than 50 (perhaps much higher). With regard to
accuracy, the QR algorithm always produces an eigensystem which is
exact for a matrix which differs only slightly from the input matrix.

—— - de - ——— —

Reinsch, C. and Wilkinson, J. H., eds. 1971. Linear Algebra. Handbook
for Automatic Computation. Vol. 2. New York:Springer=Verlag.
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REAL MATRICES.
NUNSYMEIGENVALUES PROCEDURE. The syntax is as follows:

PROCEDURE NONSYMEIGENVALUES(N»A>RTR,RTI);
VALUE N; INTEGER N3
ARRAY AL0,01, RTR,RTILOI1;

Purpose-.
NONSYMEIGENVALUES finds all N eigenvalues of the general real matrix A.
Complex conjugate eigenvalues are stored consecutively.

Ipnput.
Input to NONSYMEIGENVALUES consists of:

N = dimension of A

A - the matrix A is input in locations 1:N,1:N of the array
ACO:N,O:N]

Output for NONSYMEIGENVALUES consists of:
A = the given matfix is destroyed in the process

RTR = the real parts of the eigenvalues are placed in locations
1:N of the array RTRI[O:N]

RTI - the imaginary parts of the eigenvalues are placed in
locations 1:N of the array RTI[0:N]

Method.

A is first prepared by procedure BALANCEs, which detects any isolated
eigenvalues and reduces the norm of A without introducing any round=off
errors. ORTHES is then called to reduce A to upper Hessenberg form
using elementary orthogonal (Householder) transformations. Procedure
HAQR, which utilizes the Francis Double=Step QR algorithm, is employed

to find the eigenvalues of A.

Remarks.

Balancing is strongly recommended since it generally improves accuracy
at a small additional cost in time. However, it is not necessary to
balance Orthogonal or Normal matrices. If BALANCE is not used, LOW
must be set to 1 and UPP to N.

If the original matrix is already of upper Hessenberg form (zeroes
below the first subdiagonal), the call to ORTHES may be removed (proce-=
dure BALANCE preserves the Hessenberg form).

The procedure fails if an eigenvalue requires more than 30 iterations,
in which case an error message is printed. Failures are extremely
rare.



Reference.

Martin, R. S.; Peters, G.; and Wilkinson, J. H. 1970. The QR Algorithm
for Real Hessenberg Matrices. Numerische Mathematik 14:219=-231.



NONSYMEIGENVECTORS PROCEDURE. The syntax is as follows:

PROCEDURE NONSYMEIGENVECTORS(N,A,RTR,RTI,U);
VALUE N; INTEGER N3
ARRAY A,U[0,01» RTR,RTI[O];

NONSYMEIGENVECTORS finds all N eigenvalues and normalized column eigen=
vectors of the general real matrix stored in locations 1:N,1:N of the
array A[O:N,O0:Nl. Complex conjugate eigenvalues are stored consecu=
tively. The eigenvectors are stored in the columns of U; if the Kth
eigenvalue is complex with positive imaginary part, column K contains
the real part and column K+1 contains the imaginary part of the Kth
eigenvector. The complex conjugate eigenvector is not stored.

Input.
Input to NONSYMEIGENVECTORS consists of:

N = order of A

A - general real matrix stored in ACL1:N,1:N]
Qutgut.

Qutput for NONSYMEIGENVECTORS consists of:

A - the upper triangular part of A contains the eigenvectors of
the quasi~triangular matrix produced by the QR algorithm

RTR = the real parts of the eigenvalues are placed in locations
1:N of the array RTI[O:N]

RTI - the imaginary parts of the eigenvalues are placed in loca-
tions 1:N of the array RTI[O:N] -

U - normalized eigenvectors are placed in locations 1:N of the
columns of the array ULO:N,0:N]

A is first prepared by procedure BALANCE, which detects any isolated
eigenvalues and reduces the norm of A without introducing any round=off
~errors. ORTHES is then called to reduce A to upper Hessenberg form,
using elementary orthogonal (Householder) transformations. The matrix
defining the similarity reduction of A to upper Hessenberg form is then
formed and stored in the array U by procedure ORTRANS using the infor-
mation left below the subdiagonal of A by ORTHES, completing the pre-
liminary reductions and transformations. Procedure HQR2 is employed to
obtain the eigenvalues of A and the eigenvectors of the balanced
matrix. HQR2 utilizes the Francis Double=-Step QR algorithm to compute
the eigenvaluwes and a method of back substitution for the eigenvectors.
The eigenvectors of the balanced matrix are next transformed into
eigenvectors of the original matrix by procedure BALBAK. Finally, the
eigenvectors of A are normalized so that a real eigenvector has its
component of maximum magnitude equal to 1.0, and a complex elgenvector
has its maximum modulus component equal to 1.0 + 0=xI.



Remarks. .

Balancing is strongly recommended since it generally improves accuracy
at a small additional cost in time. However, it is not necessary to
balance orthogonal or normal matrices. ‘If BALANCE is not used, LOW
must be set to 1 and UPP must be set to N. :

If the original matrix is already of upper Hessenberg form (zeros below
the first subdiagonal), the calls to ORTHES and ORTRANS may be removed

(procedure BALANCE preserves the Hessenberg form). In this cases, U
must be set to the identity matrix before HQR2 is entered (it is only

necessary to set the diagonal elements to 1).

If unnormalized eigenvectors are sufficient, the call to procedure
NORMALIZE may be removed.

The procedure fails if any eigenvalue fequires more than 30 iterations,
in which case an error message is printed. Failures are extremely

raree.

Peters, G. and Wilkinson, J. He 1970. Eigenvectors of Real and Complex
‘Matrices by LR and QR Triangularization. Numerische Mathematik

16:181=-204. ’



SYMMETRIC MATRICES.
SYMEIGENVALUES PROCEDURE. The syntax is as follows:‘

PROCEDURE SYMEIGFNVALUES(N,A,VALUES):
VALUE N3 INTEGER N3
ARRAY A[0,01, VALUESILOI];

- S S

SYMEIGENVALUES finds all N e1genvalues of a real symmetric matr1x.
‘Only the lower triangle of the matrix is required.

Input.
Input to SYMEIGENVALUES consists of:

N = order of matrix

A = the lower triangle of the matrix is stored in the lower tri-
angle of locations 1:N,1:N of the array A[LO:N,0:N]. The
strict upper triangle of A is unused.

- Qutput.
Qutput for SYMEIGENVALUES consists of:

A - the lower triangle of A is destroyed

VALUES = the eigenvalues are placed in locations 1:N of the array
VALUESLO:N] in ascending order

Method. _
The matrix is first reduced-to tridiagonal form using the Householder
reduction. The eigenvalues of the tr1d1agonal matrix are found with QL

transformations.

If the iteration fails to converges, an error message is printed and the
procedure is exited. Failures are exceedingly rare.

Reference.

?HYZ_TE—; modified version of procedures appearing in: Bowdler, H.;
Martin, R. S.; Reinsch, C.; and Wilkinson, J. H. 1968. The QR -and QL
Algorithms for Symmetric Matrices. Numerische Mathematik 11:293=306.



SYMEIGENVECTORS PROCEDURE. The syntax is as follows:

PROCEDURE SYMEIGENVECTORS(N, A, VALUES,VECTORS);
VALUE N; INTEGER N3
"ARRAY A,VECTORS[ 0,01, VALUESLO1;

Purpose.

SYMEIGENVECTORS finds all N eigenvalues and normalized column eigen=
vectors of a real symmetric matrix. Only the lower triangle of the
matrix is required.

Input.
Input to SYMEIGENVECTORS consists of:

N = order of matrix

A = the lower triangle of the matrix is stored in the lower tri=-
angle of Locations 1:N,1:N of the array ACO:N,0:N]. The
strict upper triangle of A is unused.

-—— — e e

Qutput for SYMEIGENVECTORS consists of:
A - the lLower triangle of A is destroyed

VALUES = the eigenvalues are placed in locations 1:N of the array
VALUEST{O:N] in ascending order

VECTORS = the normalized eigenvectors are placed in locations 1:N
of the columns of the array VECTORS{O:N,O0:N1]

Method.

The matrix is first reduced to tridiagonal form using the Householder
reduction. The eigenvalues and eigenvectors of the tridiagonal matrix
are found with QL transformations. These eigenvectors are then trans=
formed into eigenvectors of the original matrix using information
stored from the Householder reduction and normalized such that each

eigenvector has its component of maximum magnitude equal to 1.0.

If the iteration fails to converge, an error message is printed and the
procedure is exited. Failures are exceedingly rare.

This is a modified version of procedures appearing in: Bowdler- H.:*
Martin, R. S.7 Reinsch, C.5 and Wilkinson, J. H. 1968. The QR a. d uL
Algorithms for Symmetric Matrices. Numerische Mathematik 11:292-306.

[}

2

"



"

5

SYMBANDEIGENVALUES PROCEDURE. The syntax is as follows:
PROCEDURE SYMBANDEIGENVALUES(N,M,A,VALUES);

VALUE N»M; INTEGER N»M;
ARRAY AL0,0], VALUESCOI;

. SYMBANDEIGENVALUES finds all N eigenvalues of a symmetric positive=-

definite band matrix. A special storage arrangement is used.

Input.
Input to SYMBANDEIGENVALUES consists of:

N = order of system
M = number of Lines on either side of the main diagonat

A = the lower half of the matrix is stored in locations 1:N,0:M of
the array A[O:N,0:Ml. The subdiagonals of the matrix are
stored in the columns of A, with the main diagonal in A[I,MI],
I =1 (1) N The elements of the stored array occupy the
positions illustrated below for N=5, M=2 of a conventional

arraye.
Stored_Array Lower Triangle of Conventjonal Array
X X Al1,2] Al1,2]
X AL2,11 AL2,2] AL2511 AL2,2]
AL3,01 AL3,11 AL3,2] AC3,01 AL3,1] AL3,2]
Al4s,5] AL4s11 AL4,2] AL4,01 AL4,11 AL4»21
ALS5-01 ALS5,11 A[5,2) AL5,0] ALS,11 A[5,2]

Th: elements indicated by X's in the upper left=hand corner of
Z{:: stored array may be arbitrary since they are not used.
This storage arrangement is the same as that used in
STMBANDLINEQN.

Output for SYMBANDEIGENVALUES consists of:

A - ACM,I1, I=1C1)N contains the main diagonal of the reduced
m.trix, and A[M=1,11, I=2(1)N contains the first Lower
sJybdiagonal

VALUES = ="he eigenvalues are placed in locations 1:N of the array
VALUESCO:N] in .scending order

-—— e ——

The matrix is reduced to tridiagonal form by a sequence of Jacobi rota-

~tions which preserve the eigenvalues and the band structure. The
eigenvalues of the tridiagonal matrix are found using QL transforma-

tions; the procedure employed inside SYMEIGENVALUES is also used here.

1-37



Remarks. ‘
If the eigenvalue iteration fails to converge, an error message is

printed and the procedure is exited. Failures are exceedingly rare.

References. :
Bowdler, H.> Martin, R. S.3 Reinsch, C.; and Wilkinson, J. H. 1968. QR
and QL Algorithms for Symmetric Matrices. Numerische Mathematik

11:293-306.

ridiagonalization of a Symmetric Band

Schwarz, The T
Mathematik 12:231-241.

He. R. 1968
Matrix. Numerische
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COMPLEX MATRICES.
COMPLEXEIGENVALUES PROCEDURE. The syntax is as follows:

PROCEDURE COMPLEXEIGENVALUES(N,AR,AI,WR,WI)3}
VALUE N7 INTEGER N3
ARRAY AR»AI[0,01» WR,WILOI;

Purpose.

COMPLEXEIGENVALUES finds all N eigenvalués of the general complex
matrix A.

Input.
Input to COMPLEXEIGENVALUES consists of:

N = complex order of the complex matrix A

AR,Al - the real and imaginary parts of A are input in locations
1¢Ns, 1:N of the arrays AR,AI[LO:N,0:N]

Qutput for COMPLEXEIGENVALUES consists of:
AR,AI = the given matrix is destroyed in the process

WR,WI = the real and imaginary parts of the eigenvalues are placed
in Locations 1:N of the arrays WR,WI[O:N], respectively.

A is first prepared by procedure COMPLEXBALANCE, which detects any iso-
lated eigenvalues, reduces the norm of the matrix, and equalizes the L1
norm of corresponding rows and columns, all without introducing round-
off error., The balanced matrix is next reduced to upper Hessenberg
form by procedure COMHES utilizing stabilized elementary similarity
transformations. The eigenvalues of the upper Hessenberg matrix (which
are also the eigenvalues of A) are computed by procedure COMLR which
employs the LR algorithm with partial pivotinge.

Remarks.

Balancing is strongly recommended, since it generally improves accuracy
at a small additional cost in time. However, it is not necessary to
balance normal matrices. If balancing is not used, LOW must be set to
"1 and UPP must be set to N. .

If the original matrix is already of upper Hessenberg form (zeroes
below the first subdiagonal), the call to COMHES may be removed (proce=
dure COMPLEXBALANCE preserves the Hessenberg form).

The procedure fails if any eigenvalue requires more than 30 iterations,
in which case an error message is printed. Failures are extremely
rare.



Reference.
Martin, R. S. and Wilkinson, J.
for Complex Hessenberg Matrices.

He

1968. The Modified LR Algorithm

Numerische Mathematik

12:369-376.
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COMPLEXEIGENVECTORS PROCEDURE. The syntax is as followé:

PROCEDURE COMPLEXEIGENVECTORS(N,AR,AI,WR,WI,VR,VI);
VALUE N; INTEGER N3
ARRAY AR,AI,VR,VILO0,01, WR,WILO1;

Burpose. .
COMPLEXEIGENVECTORS finds all N eigenvalues and normalized column
eigenvectors of the general complex matrix A.

Input.
Input to COMPLEXEIGENVECTORS consists of:

N = complex order of the complex matrix A

AR,AI = the real and imaginary parts of A are input in locations
1:N,1:N of the arrays AR,AI[LO:N»O:N]

Qutput.
Qutput for COMPLEXEIGENVECTORS consists of:

AR»AI = the strict upper triéngles of AR,AI are overwritten‘with
the eigenvectors of the triangular matrix produced by the
LR algorithm

WR»WI = the real and imaginary parts of the eigenvalues are placed
, in location 1:N of the arrays WR,WILO:N]

VR,VI = the real and imaginary parts of the normalized eigenvec~=
tors are stored in the columns (in locations 1:N) of the
arrays VR,VILO:N,0:N]

Met hod.

A is first prepared by procedure COMPLEXBALANCE, which detects any iso-
lated eigenvalues, reduces the norm of the matrix, and equalizes the L1
norms of corresponding rows and columns, all without introducing round=
off error. The balanced matrix is next reduced to upper Hessenberg
form by procedure COMHES utilizing stabilized elementary similarity

transformations.

After completing the preliminary reductions, LR iterations with partial
pivoting and a back=substitution process are employed by COMLR2 to com=-
pute the eigenvalues of A and the eigenvectors of the balanced matrix,
which are then transformed into eigenvectors of the original matrix A
by two calls to procedure BALBAK. Finally, each eigenvector is normal-
ized so that its component of maximum modulus is equal to 1.0 + OxI.

Balancing is strongly recommended since it generally improves accuracy
at a small additional cost in time.  However, it is not necessary to
balance normal matrices. If balancing is not used, LOW must be set to
1 and UPP must be set 'to N.



If the original matrix is already of upper Hessenberg form (zeroes
below the first subdiagonal), the call to COMHES may be removed (proce=
dure COMPLEXBALANCE preserves the Hessenberg form). If unnormalized
eigenvectors are sufficient, the call to procedure COMPLEXNORMALIZE may
be omitted.

The procedure fails if any eigenvalue requires more than 30 iterations,
in which case an error message is printed., Failures are extremely
rare.

Peterss G. and Wilkinson, Je He 1970. Eigenvectors of Real and Complex
" Matrices by LR and QR Triangularizations. Numerische Mathematik
16:181=204.



INVARIANTSUBSPACES PROCEDURE. The syntax is as follows:

PROCEDURE INVARIANTSUBSPACES(N,A,RTR,RTI,X,CL1);
VALUE N; INTEGER N3

ARRAY A,X[0,01, RTR,RTI[O0];

INTEGER ARRAY CL1[O01; ‘

INVARIANTSUBSPACES finds all N eigenvalues of the complex matrix A and
the invariant subspace of dimension K associated with each eigenvalue
of multiplicity K (K may be 1, in which case the 1=-dimensional
invariant subspace is an eigenvector).

Input. _ ' ‘
Input to INVARIANTSUBSPACES consists of:

N = complex dimension of complex matrix A

A = complex general matrix whose I,Jth element is stored in loca=
tions A[I,2xJ = 1] and ACI,2xJ] of the array A[O:N,0:2xN1,
i.e.» real and imaginary parts are stored in consecutive
columns of A '

Qutput.
Qutput for INVARIANTSUBSPACES consists of:

A = given matrix is destroyed in the process

RTR = the. real parts of the eigenvalues are placed in locations
1:N of the array RTRI[O:N]

RTI - the imaginary parts of the eigenvalues are placed in loca~-
tions 1:N of the array RTI[O0:N]

X = the basis vectors of the invariant subspaces of A are placed
in the columns of X[O0:N,0:2xN] with the real and imaginary
parts of each basis vector stored consecutively, beginning in
column 1

CL1 - the dimensions of the invariant subspaces (the multiplicity
of the eigenvalues) are stored in locations 1:N of the array
CL1TO:N]1; e.ges» if CL1[1] = CL1L2] = 2, the first eigenvalue
is double and columns 1-4 of X span the 2=-dimensional invar=
iant subspace corresponding to it

Method.

A is first reduced to upper Hessenberg form. The eigenvalues of A are
found by applying the LR algorithm to the reduced matrix using proce-
dure COMLR. The invariant subspaces are found by generalized inverse
iteration. The procedure fails if any eigenvalue takes more than 30
iterations, in which case an error message is printed and the procedure
-is exited.



This procedure should be used only if A is known to have multiple
eigenvalues and only then if the eigenvectors associated with a multi=
ple eigenvalue are nearly parallel. 1In the absence of such knowledge,
procedure COMPLEXEIGENVECTORS should be used first.

Varak, James M. 1967. The Computation of Bounds for the Invariant
Subspaces of a General Matrix Operator. Technical Report No. CS 66.
Stanford, Calif.:Computer Science Dept.s, Stanford University.

COMLR 1is taken from procedure COMPLEXEIGENVALUES.



‘m

MATPLUSMAT PROCEDURE. The syntax is as follows:

PROCEDURE MATPLUSMAT(N,A,B,C);
VALUE N; INTEGER N3
ARRAY A,B»,C[0,017

Purpose.

MATPLUSMAT computes sum A+B of the matrices A[1:N,1:N] and B[1: N’1 N1

and stores the result in CL1:Ns,1:N1].

- e e o e e e

Parameters for MATPLUSMAT consist of:

- dimension of A, B» and C
- first input matrix

- second input matrix

- output matrix

OW>» =

Method.

Either A or B may be overwritten with C by the procedure calls
MATPLUSMAT(N,A»B»A) or MATPLUSMAT(N,A»B»B),»

respectively.



MATMINUSMAT PROCEDURE. The syntax is as follows:

PROCEDURE MATMINUSMAT(N,A»B»C);
VALUE N; INTEGER N3
ARRAY A,B,C[0,01;

Purpose. , _
MATMINUSMAT computes difference A=B of the matrices A[1:N,1:N] and
BI1:N»,1:N] and stores the result in CL1:N,1:N1.

— i s e s

Parameters for MATMINUSMAT consist of:

N =- dimension of As B» and C
A - first input matrix

B = second input matrix

C = output matrix

Elements of matrix B aré subtracted from the corresponding elements of
matrix A.

Remarks.

Either A or B may be overwritten with C by the procedurs calls
MATMINUSMAT(N,A»B»A) or MATMINUSMAT(N,A,B»B)» respectively.



MATTIMESMAT PROCEDURE. The syntax is as follows:

PROCEDURE MATTIMESMAT(N,A,B,C)3
VALUE N; INTEGER N3 '
ARRAY A,B»C[0,01;

MATTIMESMAT computes the matrix product C = AxB, where the matrices A
and B are stored in ATU1:N,1:N] and BL1:Ns,1:Nl., The product is stored
in CL1:Ns,1:N]. '

Parameters. _
Parameters for MATTIMESMAT consist of:

- dimension of A, B, and C
- first input matrix

- second input matrix

- output matrix

O0>»> =2

ClI,J] is defined to be the innerproduct of the Ith row of A with the
Jth column of B.

A B, and C must occupy separate storage.



TRANSPOSE PROCEDURE. The syntax is as follows:

PROCEDURE TRANSPOSE(N,A);
VALUE N; INTEGER N3;
ARRAY ALO0,01;

TRANSPOSE replaces the matrix stored in A[1:N,1:N1 by its transpose.

Parameters.
Parameters for TRANSPOSE consist of:

N = dimension of A
A - matrix to be transposed

Method.

The I,Jth element of A is replaced by the JsIth element.



ATIMESATRANSPOSE PROCEDURE. The syntax is as follows:

PROCEDURE ATIMESATRKNSPOSE(N’A;C);
VALUE N; INTEGER N3
ARRAY A,C[O0,01;

ATIMESATRANSPOSE computes the product of the matrix stored fn
A[1:N,1:N] with its transpose and stores the result in C[1:N,1:N1,
ioeo) C = AXATRANSPOSEO

Parameters.
Parameters for ATIMESATRANSPOSE consist of:

N = dimension of A and C
A - input matrix
C = output matrix

Method. 4
ClI,J] is defined to be the inner=-product of the Ith row of A with the
Jth column of A.



ATIMESBTRANSPOSE PROCEDURE. The syntax is as follows:

PROCEDURE ATIMESBTRANSPOSE(N,A,B»C);
VALUE N; INTEGER N3
ARRAY A,B,C[0,01;

ATIMESBTRANSPOSE computes the product of the matrix stored in
A[1:N»1:N] with the transpose of the matrix stored in B[1:N,1:N], and
stores the result in C[1:N,1:N]l, i.e.» C = AxBTRANSPOSE.

Parameters.
Parameters for ATIMESBTRANSPOSE consist of:

N = dimension of A, B, and C
A = first input matrix

B = second input matrix

C = output matrix

The transpose of matrix B is not actually calculated. Instead, the
elements of matrix B are taken by rows rather than by columns for pre-
multiplication by matrix A.

Remarks.
A B, and C must a4l occupy separate storage.



MATTIMESVEC PROCEDURE. The syntax is as follows:

PROCEDURE MATTIMESVEC(N»A,»X»Y);
VALUE N; INTEGER N;
ARRAY AL0,01,X,Y[01;

Purpose. ;
MATTIMESVEC computes the product Y = AxX of the NxN matrix stored in
A[1:N»,1:N1 and the Nx1 column vector stored in X[1:Nl. The result is

stored in Y[1:N1].

Parameters.
Parameters for MATTIMESVEC consist of:

- square dimension of A and linear dimension of X and Y
= jnput matrix

- input vector

- output vector

< X>» =

Y{I] is defined to be the innerproduct of the Ith row of A with X.

X and Y must occupy separate storage.’



VECTIMESMAT PROCEDURE. The syntax is as follows:

PROCEDURE VECTIMESMAT(N,A,X,»Y);
VALUE N; INTEGER N3
ARRAY ALO0,01» X,Y[OI];

VECTIMESMAT computes the product Y = XxA of the 1xN row vector stored
in X{1:N] with the matrix stored in A[L1:N,1:Nl. The result is stored

Parameters for VECTIMESMAT consist of:

- square dimension of A and ‘linear dimension of X and Y
- input matrix »

- input vector

- output vector

The Ith component of Y is defined to be the innerproduct of X Wwith the
Ith column of A.

s
Y must occupy separate storage.



VECPLUSRVEC PROCEDURE. The syntax is as follows:

PROCEDURE VECPLUSRVEC(N,AI,R»X»BI);
VALUE N»R3? INTEGER N3 REAL R
ARRAY AI,X,BI[O01;

VECPLUSRVEC adds the scalar multiple RxX of the vector stored in X[1:N]
by the real number R to the vector stored in AI[1:Nl. The result 1is
stored in BI[1:Nl. The procedure call VECPLUSRVEC(N,A[I,*1,R,X,A[I,*1)
may be used to operate on the Ith row of a matrix A, and the call
VECPLUSRVEC(N,A[I,*],R,A[K»,*]1,AlI,*]) may be used to add a multiple of
the Kth row of a matrix to the Ith row.

Parameters.
Parameters for VECPLUSRVEC consist of:

N = dimension of AI, X, and BI
Al - first input vector

R = real multiplier

X = second input vector

BI = output vector

Method.

The vector BI is defined by BILJ] = AI[LJ] + RxX[J].



MATPLUSDIAG PROCEDURE. The syntax is as follows:

PROCEDURE MATPLUSDIAG(N,D,A»C);
VALUE N3 INTEGER N3 '
ARRAY A,C[O0»01, DLOI1;

Purpose.

MATPLUSDIAG adds the diagohal matrix which is stored as a 1=-dimensional
array in DI[1:N] to the matrix stored in A[1:tN,1:N] and stores the

result in C[1:N,1:N], i.6.» C = A+D.

Parameters.

Parameters for MATPLUSDIAG consist of:

- square dimension of A and linear dimension of D

N
D - input diagonal matrix stored as a vector
A = input matrix
C - output matrix
Method.
The elements of D are added to the corresponding diagonal elements of
A.
Remarks.

A may be overwritten with C using the procedure call
MATPLUSDIAG(N,DsA»A).



MATMINUSDIAG PROCEDURE. The syntax is as follows:

PROCEDURE MATMINUSDIAG(N,D»A,C);
VALUE INTEGER N3
ARRAY A,C(0,01, DLOJ;

Purpose.

MATMINUSDIAG subtracts the diagonal matrix which is stored as a 1~
dimensional array in D[1:N]l from the matrix stored in A[L1:N,1:N] a
stores the result in C[1:N»1:N], i.e.» C =A=D.

Parameters.
Parameters for MATMINUSDIAG consist of:

- square dimension of A and linear dimension of D
input diagonal matrix stored as a vector

input matrix

output matrix

O>»0 =
| I |

Method.
The elements of D are subtracted from the corresponding diagonal
elements of A.

Remarks.
A may be overwritten with C using the procedure call
MATMINUSDIAG(N,D»AsA).

nd



MATTIMESDIAG PROCEDURE. The syntax is as fol lows:

PROCEDURE MATTIMESDIAG(N»D;A,C);
VALUE N; INTEGER N3
ARRAY A,C[0,01, DLO];

Purpose.

MATTIMESDIAG postmultiplies the matrix stored in A[1:N,1:N]1 by the
diagonal matrix which is stored as a 1-dimensional array in D[1:N] and
stores the result in C[1:N,1:N1l» i.e., C = AxD.

Parameters for MATTIMESDIAG consist ofs , :

square d1mensron of A and linear dimension of D

input diagonal matrix stored as a vector ' :
input matrix .

output matrix

O>»>»0O =2
1

Method.

The elements of the Jth column of A are multiplied by DI[J] to obtain
the Jth column of C.

Remarks.
A may be overwritten with C using the procedure call
MATTIMESDIAG(N,D»A»A).

*



DIAGTIMESMAT PROCEDURE. The syntax is as follows:

PROCEDURE DIAGTIMESMAT(N,D,A»C);
VALUE N3 INTEGER N3
ARRAY A,C[0»01, DLO];

Purpose. _
DIAGTIMESMAT premultiplies the matrix stored in A[1:N,1:N] by the diag-
onal matrix which is stored as a l=-dimensional array in D[1:N] and

stores the result in CL1:N,1:Nl, i.e.» C = DxA.

for DIAGTIMESMAT consist of:

N = square dimension of A and linear dimension of D
D - input diagonal matrix stored as a vector

A = input matrix
C - output matrix

The elements of the Ith row of A are multiplied by D[I] to obtain the
Ith row of C.

A may be overwritten with C using the procedure call
DIAGTIMESMAT(N,D,A,A). :



RPLUSMAT PROCEDURE. The syntax is- as follows:

PROCEDURE RPLUSMAT(N,R»A,»B);
VALUE N»,R? INTEGER N; REAL R3
ARRAY A,BL[O0»01;

Purpose.
RPLUSMAT adds the real number R to each component of the matrix
A[1:Ns1:N]) and stores the result in BL{1:N,1:N], i.e.,» B = R+A.

Parameters.

Parameters for RPLUSMAT consist of:

dimension of A and B
input real number

= input matrix

- output matrix

>0Z
]

Se. ) , .
be overwritten with B using the procedure call RPLUSMAT(N,R,A,A).



RMINUSMAT PROCEDURE. The syntax is as follows:
PROCEDURE RMINUSMAT(N,R,A,B);
VALUE N»R3 INTEGER N; REAL R3
ARRAY A,BL[0,015;

Purpose.

RMINUSMAT subtracts each component of the matrix stored in A[1:N,1:N]

from the real number R and stores the result in B[1:N,1:NJ»
R=A.

Parameterse.
Parameters for RMINUSMAT cons1st of:

- dimension of A and B
= input real number

= input matrix

= output matrix.

@™ >0 =

Remarks.

A may be overwritten w1th B using the procedure call
RMINUSMAT(N,R,A,A).

i.ec’

B =



RTIMESMAf PROCEDURE. The syntax is as follows:

PROCEDURE RTIMESMAT(N,R»A,B);
VALUE N,R? INTEGER N; REAL R3
ARRAY A,B[O0,01;

Purpose. . :

RTIMESMAT multiplies, each component of the matrix stored in A[1:N,1:N]
by the real number R and stores the result in B{1:N,1:Nl, i..,» B =
RxA.

Parameters.
Parameters for RTIMESMAT consist of:

N dimension of A and B
R = input real number

A = input matrix
B = output matrix

A may be overwritten with B using the procedure call
RTIMESMAT(N,R,A,A).



MATCOPY PROCEDURE. The syntax is as follows:

PROCEDURE MATCOPY(N,A,B);
VALUE N; INTEGER N3
ARRAY A,BL[0,01;

MATCOPY copies the matrix stored in AC1:N,1:N] onto the matrix stored
in BCL1:N,1:N1,

Parameters for MATCOPY consist of:

N = dimension of A and B
A - matrix to be copied
B = output matrix

A is copied onto B one row at a time.



RECTANGULAR MATRICES.
RECMATPLUSMAT PROCEDURE. The syntax is as follows:

PROCEDURE RECMATPLUSMAT(N,M,A,B,C);
VALUE N»,M; INTEGER N,»M; ’
ARRAY A,B»C[0,01;

RECMATPLUSMAT computes the sum A+B of the rectangular matrices
AC1:N,1:M] and B[1:N,1:M] and stores the result in C[L1:N,1:M1.

- e o - - ——

Parameters for RECMATPLUSMAT consist of:

- row dimension of A, B, and C

= column dimension of A, B» and C
first input matrix

- second input matrix

- output matrix

OWPPXIZ=
[ ]

Method.
The matrices are added element by element.

Remar |
Either A or B may be overwritten with C by the procedure call
RECMATPLUSMAT(N,M,A,B»A) or RECMATPLUSMAT(N,M,A,B5B).



RECMATMINUSMAT PROCEDURE. The syntax is as follows:

PROCEDURE RECMATMINUSMAT(N,M,A,B»C);
VALUE N,M; INTEGER N,M;
ARRAY A,B»C[O0,013

Purpose. :
RECMATMINUSMAT computes the difference A=B of the rectangular matrices

AC1:N,12M] and BI[1:N,1:M] and stores the result in CL1:Ns1:M]1.

Parameters.
Parameters for RECMATMINUSMAT consist of:

row dimension of A, B, and C

« column dimension of A, B, and C
first input matrix

- second input matrix

- output matrix

QOWrx=Z
]

Method.
The matrices are subtracted element by element.

Either A or B may be overwritten with C by the procedure call
RECMATMINUSMAT(N»M»,A»B»A) or RECMATMINUSMAT(N,M,A,B»B).



RECMATTIMESMAT PROCEDURE. The syntax is as follows:

PROCEDURE RECMATTIMESMAT(N,K»MsA,B,C);
VALUE N»,K»M3 INTEGER N,K,M;
ARRAY A»,B»C[0,01; '

Purpose. -

RECMATTIMESMAT computes the product of the N=rowed, K=columned matrix
AC1:N,1:K] and the K=rowed, M=columned matrix B[1:K,1:M], and stores:
the result in C[1:N,1:M].

Parameters.
Parameters for RECMATTIMESMAT coénsist of:

= row dimension of A and C

= column dimension of A and row dimension of B
- column dimension of B and C

first input matrix

second input matrix

= output matrix

O®PPXXZ

Method.

| - ——

The I,Jth element of C is defined to be the innerproduct of the Ith row
of A and the Jth column of B.

Remarks. :
Ag B, and C must occupy separate storage. .
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SECTION 2

POLYNOMIALS

REALPOLYZEROFINDER PROCEDURE.
The syntax is as follows:

PROCEDURE REALPOLYZEROFINDER(DEGREE»A»ZEROR, ZERCI);
VALUE DEGREES; '

INTEGER DEGREE}

ARRAY P, ZEROR,ZEROICO]1;

PURPOSE. REALPOLYZEROFINDER finds all the zeroes of a real
polynomial P,

DESCRIPTION OF PARAMETERS. The parameters are:
DEGREE = degree of the polynomial

P - array of toefficients of ghe polynomial, the coefficients of
ZxxJ) being storea in PI[N=Jl; dimension P[O:DEGREE]

ZEROR = array of real part of zeroes of the polynomials, the real
part of the Kth zero being stored in ZEROR[K]1; dimension
ZERORC(O:DEGREE]

ZEROI = array of imaginary parts of zeroes of the polynomial, the
imaginary part of the Kth zero beina stored in
ZEROI[O:NEGREE]

PARAMETERS RETURNED.  The parameters returned are:

ZEROR
ZEROI

-METHOD. A 3=-stage, variable=shift iteration due to M. A. Jenkins and
Je Foe Traub is used. The zeroes are.calculated one or two at a time in
roughly increasing order of magnitude, using real arithmetic wherever
possible. Failure of the iteration to converge for a root causes an
error message to be printed and the procedure to be exited with the
zeroes already found stored in the arrays ZEROR and ZERDOI. Failures are
rares.

REFERENCE. Jenkins, M. A. 1969. Three Stage Variable=Shift Iterations
for the Solution of Polynomial Equations Wwith a Posteriori Error Bounds
for the Zeros. ‘Technical Report No. CS 138. Stanford, Calif.:Computer
Science Dept.s, Stanford University.



COMPLEXPOLYZEROFINDER PROCEDURE.
The syntax is as follows:

PROCEDURE COMPLEXPOLYZERORFINDER(DEGREE,PR»PI,ZEROR,ZEROI);
VALUE DEGREE;

INTEGER DEGREE;

ARRAY PR,PI,ZEROR,ZEROILO1];

PURPOSE. COMPLEXPOLYZERORFINDER finds all the zeroes of the complex
polynomial P(Z).

DESCRIPTION OF PARAMETERS. The parameters are:
DEGREE = degree of the polynomial

PR = array of real part of coefficients of the polynomial, the
real part of the coefficient of ZxxJ being stored in PI[N=J];
dimension PR{O:DEGREE]

PI = array of imaginary part of coefficients of thebpolynomial,
the imaginary part of the coefficient of ZxxJ being stored in
P[IN=Jl; dimension PI[LO:DEGREE]

ZEROR = array of real part of zeroes of the polynomial, the real
part of the Kth zero being stored in ZEROR[K]; dimension
ZERORI[O:DEGREE]

ZEROI = array bf»imaginary part of zeroes of the pollynomial, the
imaginary part of the Kth zero being stored in ZEROI(KI];
dimension ZERQOI[O:DEGREE]

PARAMETERS RETURNED. The parameters returned are:

ZEROR
LEROI

METHOD. A 3=stage, variable=shift iteration due to M. A. Jenkins and
Je Fe Traub is used. The zeroes are calculated one at a time in roughly
increasing order of magnitude using complex arithmetic. Failure of the
iteration to converge for a root causes an error message to be printed
and the procedure to be exited with the zeroes already found stored in
the arrays ZEROR and ZEROI. Failures are rare.

REFERENCE. Jenkins, M. A. 1969. Three Stage Variable=Shift Iterations
for the Solution of Polynomial Equations with a Posteriori Error Bounds
for the Zeros. Technical Report No. CS 138. Stanford, Calif.:Computer
Science Dept., Stanford University.



PERATIONS ON_POLYNOMIALS.

o

POLYADD PROCEDURE.
The syntax is as follows:

PROCEDURE PULYADD(NIDEG,COEFI’NZDEG,CDEFZ’NRDEG}CUEFR);
VALUE N1DEG»N2DEG>
INTEGER N1DEG,N2DEG,»NRDEG?
ARRAY COEF1,COEF2,COEFRLO1];
PURPOSE. POLYADD adds two polynomials.
DESCRIPTION OF PARAMETERS. The parameters are:
N1DEG = degree of first polynomial

COEF1 - arfay of coefficients for first polynomial ordered from
largest to smallest power; dimension [O0:N1DEG]

N2DEG = degree of second polynomial

COEF2 = array of coefficients for second polynomial ordered from
largest to smallest powers dimension [0:N2DEG]

NRDEG - degree of resultant polynomial

COEFR = array of coefficients for resultant polynomial ordered
from Largest to smallest power; dimension [O0:NRDEG]

PARAMETERS RETURNED. The parameters returned are:

NRDEG
COEFR

METHOD. The degree of resultant polynomial NRDEG is calculated as the
larger of the two degrees N1DEG,N2DEG. Corresponding coefficients are
then added to form COEFR.



POLYSUB‘PROCEDURE.
The syntax is as follows:

PROCEDURE POLYSUB(N1DEG,COEF1,N2DEG,COEF2,NRDEG»COEFR);
VALUE N1DEG,N2DEG>

INTEGER N1DEG,N2DEG» NRDEG;

ARRAY COEF1,COEF2,COEFRLO];

PURPOSE. POLYSUB subtracts one polynomial from another.
DESCRIPTION OF PARAMETERS. The parameters are:

NIDEG = array of coefficients for first polynomial ordered from .
largest to smallest power; dimension [0:N1DEG]

N2DEG = degree of second polynomial

COEF2 = array of coefficients for second polynomial ordered from
largest to smallest power; dimension [0:N2DEG]

NRDEG = degree of resultant polynomial

COEFR = array of coefficients for resultant polynomial ordered
from largest to smallest power; dimension [0:NRDEG3]"

PARAMETERS RETURNED. The pérameters returned are:

NRDEG
COEFR

METHOD. The degree of resultant polynomial NRDEG is calculated as the
larger of the two degrees N1DEG,N2DEG. Coefficients in array COEF2 are
then subtracted from corresponding coefficients in array COEF1.



POLYMUL, PROCEDURE.
The syntax is as follows:

PROCEDURE POLYMUL(NIDEG,COEF1,N2DEG,COEF2,NRDEG,COEFR);
VALUE N1DEG,N2DEG;
INTEGER N1DEG,N2DEG, NRDEG>
ARRAY COEF1,COEF2,COEFRLO];
PURPOSE. POLYMUL multiplies two polynomials.

DESCRIPTION OF PARAMETERS. The parameters are:

N1DEG degree of first polynomial

COEF1 = array of coefficients for first polynomial ordered from
largest to smallest power; dimension [0:N1DEG]

N2DEG = degree of second polynomial

COEF2 = array of coefficients for second polynomial ordered from .
largest to smallest power; dimension [0:N2DEG]

NRDEG = degree of resultant polynomial

COEFR = array of coefficients.for resultant polynomial ordered
from Largest to smallest power; dimension [O0:NRDEG]

PARAMETERS RETURNED. The parameters returned are:

NRDEG
COEFR

METHOD. The degree of resultant polynomial, NRDEGs, is calculatea as
NIDEG+N2DEG. The coefficients of COEFR are calculated as the sum of
products of coefficients of COEF1 and COEF2 whose exponents add up to
the corresponding exponent of COEFR.

REMARKS. COEFR cannot be in the same location as COEF1 or COEF2.



POLYDIV PROCEDURE.
The syntax is as follows:

PROCEDURE PULYDIV(NIDEG;COEFI;NZDEG;CDEFZ;NQDEG’COEFQ’TDL;ERRCOD);
VALUE N1DEG,»N2DEG,TOL;

INTEGER N1DEGs»N2DEG»NQDEG, ERRCOD;

REAL TOL3;

ARRAY COEF1,COEF2,COEFQLO13

PURPOSE. POLYDIV divides one polynomial by another.
DESCRIPTION OF PARAMETERS. The parameters are:
N1DEG = dividend polynomial degree, replaced by degree of remainder
COEF1 = array of coefficients for dividend polynomial ordered from
largest to.smallest powers; it is replaced by remainder
after division; dimension [0:N1DEG]

N2DEG = degree of divisor polynomial

COEF2 = array of coefficients for divisor polynomial ordered from
largest to smallest power; dimension [0:N2DEG]

NQDEG = degree of quotient polynomial

COEFQ = array of coefficients for quotient polynomial ordered from
largest to smallest power; dimension [0:NQDEG]

TOL = tolerance value below which coeff1c1ents are eliminated
during normalization

ERRCOD = error code; 0 is normal; 1 is for zero divisor
PARAMETERS RETURNED. Parameters returned are:

N1DEG
COEF1
NQDEG
COEFQ
ERRCOD

METHOD. Polynomial COEF1 is divided by polynomial COEF2, giving quo-
“tient part COEFQ and a remainder such that COEF1 = COEFQxCOEF2 +
remainder. Divisor COEF2 and the remainder array get normalized.

REMARKS. The remainder replaces COEF1. If N2DEG=0», NIDEG is set to =-1.

The devisor COEF2 is unchanged. If the degree of'the devisor polynomial
exceeds the dividend, NQDEG is set to =1 and the calculation is bypassed.

REQUIREMENTS. The other procedure hequired is POLYNORM.



POLYVAL PROCEDURE. .
The syntax is as follows:

PROCEDURE POLYVAL(NDEG,COEF,»ARG»RES);
VALUE NDEG»ARG3;

INTEGER NDEG3;

REAL ARG,RES?

ARRAY COEFCO1:

PURPOSE. POLYVAL evaluates a polynomial for a given value of the
variable.

‘DESCRIPTION OF PARAMETERS. The parameters are:
NDEG = degree of polynomial

COEF = array of coefficients ordered from Llargest to smallest
power; dimension [0:NDEG]

ARG = given value of variable

RES = resultant value of polynomial
PARAMETER RETURNED. The parameter returned is:

RES

METHOD. Evaluation is done by means by nested multiplication.

2=7



POLYDER PROCEDURE.
The syntax is as follows:

PROCEDURE POLYDER(NDEG»COEF,NDDEG,COEFD);
VALUE NDEG> »
INTEGER NDEG,NDDEG?
ARRAY COEF,COEFD(O1];

PURPOSE. POLYDER finds the derivative of a polynomial.
DESCRIPTION OF PARAMETERS. The parameters are:
NDEG = degree of original polynomial

COEF = array of coefficients for original polynomial, ordered from
largest to smallest power; dimension [0:NDEG]

NDDEG = degree of derivative (equal to NDEG=1)

COEFD = array of coefficients for derivative, ordered from Largest
to smallest power; dimension [0:NDDEG]

PARAMETERS RETURNED. Parameters returned are:

NDDEG
COEFD

METHOD. NDDEG is set at NDEG=1. The derivative is then calculated by
multiplying the coefficients by their respective exponents.



POLYINT PR
The syntax

PROCE
VALUE
INTEG
REAL
ARRAY
PURPOSE.
DESCRIPTIO
C - c

NDEG

COEF

NIDEG

COEFI

PARAMETERS

NIDEG
COEFI

METHOD. N
The integr
respective

OCEDURE.
is as follows:

DURE POLYINT(NDEG,COEF,C,»NIDEG,COEFI);
NDEG»C; '
ER NDEG,NIDEG;
Cs
COEF,COEFICO];
POLYINT finds the integral of a polynomial.
N OF PARAMETERS. The parameters are:
onstant of integration

- degree of original polynomial

- array of coefficients for original polynomial, ordered from
lLargest to smallest power; dimension [0:NDEG]

- degree of integral (equal to NDEG+1)

- array of coefficients for integral, ordered from Largest
to smallrest power; dimension [0:N1DEG]

RETURNED. Parameters returned are:

IDEG is set at NDEG+1, and the constant term is set at C.
al is then calculated by dividing the coefficients by ‘their
exponents.

2=9



POLYPOP PROCEDURE.

The syntax

is as follows:

PROCEDURE POLYPOP(N1DEG»COEF1,N2DEG,COEF2,NRDEG,COEFR);

VALUE

N1DEG,»N2DEG;

INTEGER N1DEG,»N2DEG»NRDEG;

ARRAY

COEF1,COEF2,COEFRLO];

PURPOSE. POLYPOP substitutes the variable of a polynomial by another

polynomial.

DESCRIPTION OF PARAMETERS. The parameters are:

N1DEG

COEF1

N2DEG

COEF2

NRDEG

COEFR

PARAMETERS

NRDEG
COEFR

- degree of original polynomial

- array of coefficients for original polynomial, ordered
from highest to smallest power; dimension [0:N1DEG]

- degree of polynomial which is substituted for variable

- array of coefficients for polynomial which is substituted
for variable, ordered from highest to smallest power;
dimension [0:¢N2DEG] )

- degree of resultant polynomial

- array of coefficients for resultant polynomial ordered
from highest to smallest power; dimension [O:NRDEG]

RETURNED. Parameters returned are:

METHOD. The variable of polynomial COEF1l is substituted by polynomial

COEF2 to fo

rm polynomial COEFR. The degree of the resultant poly~-

nomial is N1DEGxN2DEG.

REMARKS. I

f either NI1DEG or N2DEG is negatives, NRDEG is set at =1 and

the calculation is bypassed.

OTHER PROCEDURES REQUIRED. Other procedures required are:

NRDEG
COEFR

v



POLYMAD PROCEDURE.
The syntax is as follows:

PROCEDURE POLYMAD(N1DEG»COEF1,C»N2DEG»COEF2,NRDEG,»COEFR)?
VALUE C»,N1DEG»N2DEG>

INTEGER N1DEG»N2DEG» NRDEG:

REAL C3

ARRAY COEF1,COEF2,COEFRLO];

PURPOSE. POLYMAD adds coefficients of one polynomial to the product of
a factor by coefficients of another polynomial.

'DESCRIPTION OF PARAMETERS. The parameters are:

N1DEG = degree of first polynomial

COEF1 = array of coefficients for first polynomial, ordered from
largest to smallest power; dimension [0:N1DEG]

N2DEG = degrée of second polynomial

COEF2 = array of coefficients for second polynomial, ordered from

largest to smallest power; dimension [0:N2DEG]
C - factor to be multiplied by array COEF2
NRDEG = degree of resultant polynomial

COEFR = array of resultant coefficients, ordered from largest to
smallest power; dimension [0:NRDEG]

METHOD. The degree of the resultant polynomial NRDEG is calculated as
the larger of the two degrees N1DEGsN2DEG. Coefficients in array COEF1
are then added to corresponding coefficients in array COEF2 and
multiplied by C to form COEFR.



POLYHOR PROCEDURE.
The syntax is as follows:

PROCEDURE POLYHOR(NDEG,COEF,BOOL,»ARGs;RsK);
VALUE NDEG,K»ARG;

INTEGER NDEG,K3;

REAL ARG3;

ARRAY COEF,RL[O01;

BOOLEAN BOOL»

PURPOSE. POLYHOR finds the values of the first K derivatives of a
polynomial for a given value of the variable, or calculates the values
of the first K+1 coefficients of the expansion of the polynomial in a
power series in the neighborhood of a given point.

DESCRIPTION OF PARAMETERS. The parameters are:
NDEG = degree of polynomial

COEF = array of coefficients ordered from largest to smallest
power; dimension [0:NDEG]

BOOL = Boolean variable whose value is TRUE if the values of the
first K derivatives are desired. 1If the expansion of the
polynomial in a power series is desired, its value is
FALSE. - :

ARG = value of variable if BOOL is TRUE; point at which power
series expansion is desired if BOOL is FALSE

R - array of values of derivatives if BOOL is TRUE, the Jth entry
being the value of the Jth derivative; array of values of the
first K+1 coefficients of the power series if BOOL is FALSE

K = highest order of the derivative if BOOL is TRUEs NDEG if BOOL
is FALSE

PARAMETER RETURNED. The parameter returned is:
R
METHOD. The Horner scheme is used.
REFERENCE. Pankiewicz, W. 1968. ALGORITHM 337, Calculation of a

Polynomial and Its Derivative Values by Horner Scheme. Comm. ACM
11:663.



POLYGCD PROCEDURE.
The syntax is as follows:

PROCEDURE POLYGCD(N1DEG,»COEF1,N2DEG»COEF2,TOL,ERRCOD);
VALUE TOL:

INTEGER N1DEG»N2DEG,ERRCOD;

REAL TOL;

ARRAY COEF1,COEF2[O01;

PURPOSE. POLYGCD finds the greatest common divisor of two polynomials.

DESCRIPTION OF PARAMETERS. The parameters are:

N1DEG =-.degree of first polynomial

COEF1 = array of ‘coefficients for first polynomials, ordered from
largest to smallest power; dimension [0:N1DEG]

N2DEG =~ degree of second polynomial

COEF2 = array of coefficients for second polynomial, ordered from
largest to smallest power; it is replaced by the greatest
common divisor; dimension [0:N2DEG]

TOL = tolerance value below which the coefficient is eliminated
during normalization

ERRCOD = resultant error code, where:
0 indicates no error
1 indicates either COEF1 or COEF2 is a zero polynomial

PARAMETERS RETURNED. Parameters returned are:

N2DEG
COEF2
ERRCOD

METHOD. The greatest common divisor of two polynomials, COEF1 and
COEF2, is determined by the Euclidean algorithm. Coefficient arrays,
-COEF1 and COEF2, are destroyed and the greatest common divisor is
generated in COEF2.

REMARKS. N1DEG must be greater than N2DEG. N2DEG = 0 on return means
COEF1 and COEF2 are prime. The GCD is a constant. NI1DEG is destroyed
during computation.

OTHER PROCEDURE REQUIRED. The other procedure required is:

POLYDIV



POLYNORM PROCEDURE.
The syntax is as follows:

PROCEDURE POLYNORM(NDEG,COEF,TOL):
VALUE TOL; ’

INTEGER NDEG?

REAL TOL:;

ARRAY COEFCO1];

PURPOSE. POLYNORM normalizes the coefficient array of a polynomial.
DESCRIPTION OF PARAMETERS. The parameters are:
NDEG = degree of polynomial; replaced by final degree
COEF = array of original coefficient, ordered from largest to
smallest power; replaced by final coefficients; dimension
(O:NDEG]
TOL = tolerance below which coefficient is eliminated

PARAMETERS RETURNED. The parameters returned are:

NDEG
COEF

METHOD. The degree of the polynomial, NDEG, is reduced by one for each
leading coefficient with an absolute value less than or equal to TOL.
Coefficients are then moved to the Left so that the leading coefficient
is in COEF(LO1]. :

REMARKS. If all coefficients including the constant term are less than
TOLs the result is a zero polynomial with NDEG = =1. If only the con-
stant term is greater than TOL, the resulting value of NDEG = 0.



POLYMOV PROCEDURE.
The syntax is as follows:

PROCEDURE POLYMOV(N1DEGsCOEF1,N2DEG,COEF2);
VALUE N1DEG;
INTEGER N1DEG,N2DEG:?
ARRAY COEF1,COEF2(01;
PURPOSE. POLYMOV moves one polynomial to another.
DESCRIPTION OF PARAMETERS. The parameters are:

N1DEG - degree of polynomial to be moved

COEF1 = array of coefficients of polynomial to be moved, ordered
from Largest to smallest power; dimension [0:N1DEG]

N2DEG = degree of resultant polynomial

COEF2 = array of coefficients of resultant polYnomial’ ordered

from largest to smallest power; dimension [0:N2DEG]
PARAMETERS RETURNED. The parameters returned are:

N2DEG
COEF2

METHOD. N2DEG is replaced by N1DEG, and array COEF1 is moved to COEF 2.

2=15



POLYSOR»PROCEDURE.
The syntax is as follows:

PRDCEDURE PULYSOR(NDEGpCDEF»U)3

VALUE NDEG,U;

INTEGER NDEG>

REAL U;

ARRAY COEFLO01];
PURPOSE. POLYSOR provides a shift of origin.
DESCRIPTION OF PARAMETERS. The parameters are:

NDEG - degree of polynomial

COEF = array of coefficients ordered from largest to smallest
‘ power; replaced by array of transformed coefficients

U - shift parameter
PARAMETER RETURNED. THe parameter returned is:
COEF | _ ~ ‘
METHOD. Coefficient arfay COEFLI] of P(X) is'transforméd ﬁuch that

Q(X)=P(X=-U), where Q(X) denotes the polynomial with the transformed
coefficient array.



SECTION 3

ORDINARY DIFFERENTIAL EQUATIONS

DIFEQNS PROCEDURE. \

The syntax is as follows:

PROCEDURE DIFEQNS(SP»XFXsN»sXI»XF>5Y, HI’EPS’ERR;ERRLBL))
VALUE SP,N,XI»,XF,HI,EPS;

PROCEDURE XFX;

INTEGER N3

REAL SPsXI»XF»,HILEPS,ERR>

ARRAY Y[(O01];

LABEL ERRLBL3

PURPOSE. ;
DIFEQNS solves a system of first order ordinary differential equations
and prints the solution at increments on the system Line printer.

INPUT.
Input to DIFEQNS consists of:

SP = a3 positive value for SP causes output at increments of SP in
addition to program controlled outputs; if SP = 0, only
program=controlled output occurs

XFX = procedure to generate the right=hand side of the differen=
tial equation; it must have a heading of the form:

PROCEDURE NAME(X,Y,DY);
VALUE X7 REAL X3
ARRAY Y,DY([O01;

where given the value of the independent variable X and the
values of the dependent variables at X, stored in Y[1:NJ,
NAME returns the values of the derivatives at X in DY[1:N]

N = number of differential equations in the system; N should be
less than or equal to .10

XI = initial value of the independent variable

XF = final value of the independent variable3 XF may be less than
XI in which case HI must be negative

Y = array containing the initial values of the dependent vari=-
abless which must be stored in Y[(1] through YIN]; these are
not preserved; Y must be dimensioned [0:N]

HI = initial step=size; HI may be negative and must satisfy
ABS(XF=XI)/(2*15)<ABS(H)

EPS = error tolerance (1.03-10 LEQ EPS LEQ 1.02=2)



ERR = parameter to specify which convergence criterion to use:

SE = standard error
RE - relative error
AE = absolute error

ERRLBL = a label in the calling program to which a return is made
- in case of an input error or in case the iteration fails
to converge

QUTPUT,
Output for DIFEQNS consists of:

Y = contains the solution values at the final solution point

METHOD.

DIFEQNS uses the rational extrapolation method of R. Bulirsch and J.
Stoer which has been found to be superior to all other methods both in
speed and accuracy for small systems of differential equat1ons, say

N lLless than five.

REFERENCE.

DIFEQNS is an adaptation of the FORTRAN package DESUB which is Vol. 2,
Issue 1, of the Numerical Mathematics Program Library Project, Bell
Telephone Laboratories, Murray Hill, New Jersey.

EXAMPLES. _

The following sample program could be used to solve the differential
equation Y"+Y=0 with the initial conditions, Y(0)=1, Y'(0)=0, over the
range X=0 to X=10 with output at program selected points.

BEGIN
ARRAY YSTART.L0:21;

LABEL FAIL; |
PROCEDURE FUNCT(X»Z,DZ);3

‘VALUE X3 REAL X;
ARRAY Z,DZ[O013;
BEGIN
DZC1] := Z(213 DZC2] 3= =-Z[11;
END FUNCT;
YSTARTC1] := 13 YSTARTI[2] := 03
DIFEQNS(O»FUNCT»2,0,10,YSTART» .1,3=9,"RE",FAIL);
FAIL: END.

In order to solve the same system with output at 1ncrements of .1 (in

addition to output at program selected points) and with an error of

10-9, the procedure call .
DIFEANSC.1,FUNCT,2,0,10,YSTART,.1,3=9,"RE",FAIL)>

could be used instead. No relationship between SP and HI is nhecessary



DISCUSSION.

INITIAL STEP=-SIZE = HI. The program may recover from an initial step-
size which is much too large or much too small because it continuously
adjusts the step=-size in search of an optimum value, but a bad choice
loses time. A frequently reasonable choice for HI is between
ABS(XF=XI)/7100 and ABS(XF=XI)/10. If the equations have right=hand
sides which are changing rapidly, a smaller HI must be chosen. In this
cases an order=-of=-magnitude estimate is HI = minimum over I,J of
ABS(1/(DFI/DYJ)). The minimum step=-size is set at HI/HDIV, where HDIV
= 1024.

ERROR TOLERANCE = EPS. Usually EPS should be chosen in the interval
a=9 < EPS < 3=-4., However, a value in the interval 2=10 < EPS < 3=2 is
accepted by the program. Very small values of EPS cause round=off
errors to accumulate as well as increase the running time.

CONVERGE CRITERION = SE» RE» or AE. The convergence test chosen is
applied successively to the latest two extrapolated values of each com=
ponent, Y[Il, I = 1,25...»N, of the dependent variable vector Y.
Assuming the difference between these for the Jth component is R[JI,
the three convergence tests are as follows:

a. Standard Error = SE.
ABS (R[JI) < EPSxMLJY J = 1,25¢04sN
where M[J] i1s the largest absolute value attained by Y[J] thus
far. If MI[J] < EPS, it is replaced by EPS.

b. Relative Error - RE. .
ABS(RL[J]1) < EPSXABS(Y[J1) J = 1,25..09N _
where Y[J] is the current approximation to the Jth component.
If ABS(Y[J]1) < EPS, it is replaced by EPS.

c. Absolute Error = AE.
ABS(RL[J]) < EPS J = 1525¢¢esN

ERROR CONDITIONS AND THE RETURN LABEL = ERRLBL. The input parameters
are checked to see if they satisfy the conditions set forth under the
description of parameters. If a parameter is incorrectly specified, an
appropriate error message is printed and a return is made to the state=
ment in the calling program labeled ERRLBL (i.e.» to the statement
whose label is passed as the actual parameter corresponding to the for-
mat parameter ERRLBL). These same two actions occur if the extrapola~-
tion fails to converge at some step.

OUTPUT PROCEDURE AND STOPPING CONDITION. A separate procedure, X0UTX,
to print the solution is declared and called inside DIFEQNS. XOUTX is
the best place to insert a stopping condition if a particular problenm
calls for one. (A stopping condition is a decision to terminate the
procedure as soon as the solution satisfies a prescribed condition,
€.J9.» that each component of the solution be less than 3=5 in magni-
tude. In standard usage the procedure is terminated when the indepen-
dent variable reaches a prescribed value of XF.) If a stopping
condition is inserted, it should be followed by the statement



GO TO TMNLBL>

which results in an exit via the end of DIFEQNS. Other exits are pos-
sible if the label L4 (line 47000) and the label EXIT (line 48300) in
the calls to XOUTX are replaced by a global Llabel in the calling
program. : »

REDUCTION OF HIGHER ORDER SYSTEMS 0OF EQUATIONS TO FIRST ORDER. To be
acceptable to DIFEQNS the equations must be first order. However, any
system of higher order equations may be reduced to a larger system of
first order equations. Following is an example involving a single,
second order equation.

GIVEN D2U/DX2 = F(X,U,DU/DX)

SET Y1 = U, Y2 = DY1/DX to get the system
DY1/DX = Y2
DY2/DX = FC(X»Y1,DY1/DX)

PROGRAM RUNNING TIME. As an indication only, the average elapsed pro-
cessor time for the two calls given under the EXAMPLES paragraph is
1.49 seconds and 9.13 seconds, respectively. It must be noted that
this system is small and its solution is very well behaved.



The syntax is as follows:

PROCEDURE SIMPLEDIFEQNSC(XFXsNsXI»XFsYSTART,HI,EPS,ERR);
VALUE N»XI»XFsHI»EPS,ERR;

PROCEDURE XFX3;

INTEGER N3

REAL XI»,XF»HI,EPS,ERR;

ARRAY YSTARTLOI;

PURPOSE. :
SIMPLEDIFEQNS solves a system of first order ordinary differential

equations and prints the solution at increments on the system line
printer.

INPUT.
Input to SIMPLEDIFEQNS consists of:

XFX = procedure to generate the right=-hand side of the differen-
tial equation; it must have a heading of the form:

PROCEDURE NAME(X,Y,DY);

VALUE X3 REAL X3
ARRAY Y,DY[O1;

N = the number of.differential equations in the systenm
- XI = initial value of the independent variable

XF = final value of the independent variable; XF may be less than
XI in which case HI must be negative

YSTART = array containing the initial values which must be stored
in YSTART[1:N1]

HI = initial step=size; HI may be negative
EPS = error tolerance (1.03=10<EPS<1.03=2)
ERR = convergence criterion parameter

SE = standard error
RE = relative error
AE - absolute error

DUTPUI.
Qutput for SIMPLEDIFEQNS consists of:

YSTART = contains the most recently calculated solution values

METHOD. _
SIMPLEDIFEQNS uses rational extrapolation.



(EFERENCE.

SIMPLEDIFEQNS is an adaption of the FORTRAN package DESUB which is Vol..

2, Issue 1, of the Numerical Mathematics Program Library Project, Bell
Telephone Laboratories, Murray Hill, New Jersey.

EXAMPLES.

The call SIMPLEDIFEGNS(XFX»2»,05,10,YSTART».1,3=9,"RE") could be inserted
into the sample program given under DIFEQNS. A somewhat different out-
put format with the same solution would result. The label FAIL would
be superfluous. ‘

DISCUSSION.

SIMPLEDIFEQNS is a simplified version of DIFEQNS. It employs an
ijdentical numerical algorithm but omits input parameter checking and
‘the specified points logic, reducing program size by almost one=half
but only marginally increasing execution speed. The omission of check=
ing is a serious disadvantage: Should an input parameter lie out of
ranges, a program failure may occur without a message to the user; or if
convergence is not achieved, a standard return rather than a branch is
made (however, in this case an error message is printed on the output
printer). Because of this and the availability of binding on the sys=-
tem, DIFEQNS is the clear choice over SIMPLEDIFEQNS except in those
applications where object program size is a critical factor.

Besides the above, several minor differences exist between the two pro=
grams. DIFEQNS" uses the specified point capability to terminate the
solution exactly at XF, whereas SIMPLEDIFEQNS uses a procedure ENDTEST
to stop at the first solution point past XF. ENDTEST is declared near
the end of SIMPLEDIFEQNS and may easily be reprogramed by the user to
provide a. different stoppIng condition.

.



SECTION 4

' NUMERICAL INTEGRATION

SINGLE_INTEGRATION.

ROMBERGINT PROCEDURE.
The syntax is as follows:

REAL PROCEDURE ROMBERGINT(F,A»,B,EPS);
VALUE A,B,»EPS; REAL A,B,EPS;
REAL PROCEDURE F?

PURPOSE. ROMBERGINT integrates a function of one variable over a
finite interval.

INPUT. Input to ROMBERGINT consists of:

F = the function to be integrated must be supplied as a typed
ALGOL procedure with the heading:

REAL PROCEDURE NAME(X); VALUE X3 REAL Xs
A = lower Limit of integration
B = upper Llimit of integration
EPS = relative error tolerance

USAGE. ROMBERGINT is for use Wwith moderately smooth integrands and
medium accuracys, say EPS = 1.03-6.

METHOD. The basic idea is to combine two successive estimates obtained
from the trapezoid rule to get a more accurate estimate. Let T(K,0)
denote the trapezoid sums using 2+*xK subdivisions of the interval of
integration. Then T(K,1) = (4xT(K+1,0)=T(K,0))/(4=1) is, generally
speaking, a more accurate approximation to the integral. Higher order
approximations, T(K,M), are computed recursively from the formula
T(KsM) = (4xxMxT(K+1,M=1)=T(K,M=1))/(4*xxM=1)., The "diagonal™ sequence
TCO»M)» M=0s15...5K» is assumed to converge most rapidly to the inte=
gral. The procedure is exited when ABS(T(0,K)=T(0,K=1))<EPS x the
trapezoid approximation (with 2+*xK subdivisions) to the integral of
~ ABS(F (X)) or when K reaches 15. The sequence of operations used to
compute T(K,M) is that given by Rutishauser (below).

REFERENCES. Bauers, F. L.s Rutishauser, H.; and Stiefel, E. 1963. New
Aspects in Numerical Quadrature. In Experimental Arithmetic, High
speed Computing and Machinery. Proc. of Symposia in Applied Mathema-

tics 15:199-218. Providence, R.I.:Amer. Math. Society.

Rutishauser, H. 1967. Description of ALGOL 60. In Handboo

k
Automagtic Computations Vol. 1. ed. C. Reinsch and J. H. Wilki

pp. 105-106. New York:Springer=Verlag.

for
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SIMPSONINT PROCEDURE.
The syntax is as follows:

REAL PROCEDURE SIMPSONINT(FsAsB,EPS);
VALUE A»B,EPS; REAL A,B,EPS;
REAL PROCEDURE F3

PURPOSE. SIMPSONINT integrates a function of one variable over a
finite interval. ' :

INPUT. Input to SIMPSONINT consists of:

F - the function to be integrated must be supplied as a typed
ALGOL procedure with the heading: )

'REAL PROCEDURE NAMEC(X); VALUE X; REAL X;
A - lower Limit of integration
B = upper Limit of integration
EPS = relative error tolerance

USAGE. SIMPSONINT is adaptive and is recommended for moderate accura=
cies, e.9.» EPS > 1.03=6, with integrands which are complicated or
integrands whose derivative may be infinite or large.

METHOD. The procedure is based on the adaptive Simpson method of
McKeeman, but employs interval bisection in place of trisection. The
working procedures RECURSIMPS, is given a subinterval S, an estimate
for the integral over this subinterval computed using Simpson's rule
for two subdivisions, an estimate for the integral, ABSAREA, of
ABS(F (X)) over the whole interval based on all the subintervals created
up to this point, and an error tolerance adjusted for the length of the
current subinterval. It then computes a new estimate for S using Simp=-
son's rule for four subdivisions, revises ABSAREA to account for the
new subdivision, reduces EPS by EPSFACTOR (currently set at 75 which
is conservative), and performs the test: ABS (old estimate = new esti=-
mate)<EPSxABSAREA. If the test is passed, the next subinterval to the
right is evaluated. If not, S is divided in half and RECURSIMPS is
called recursively to evaluate each half, unless the level exceeds 24
when convergence is assigned regardless of whether it occurs. The
spacing at level 24 is approximately (B=A)x6.23=T7.

REFERENCES. McKeeman, W. M. 1962.
Integration by Simpson's Rule. Com

Algorithm 145, Adaptive Numerical
m. ACM 5:604.

Lynesss Je N. 1969. Notes on the Adoptive Quadrature Routine. JACM
16:483=495,



BULIRSCHINT PROCEDURE.
The syntax is as follows:

PROCEDURE BULIRSCHINT(F,A,B,EPS,INT,ERR);
VALUE A»B,EPS; REAL A,B>EPS,INT,ERR;
REAL PROCEDURE F3

PURPOSE. BULIRSCHINT integrates a function of one variable over a
finite interval. '

INPUT; Input to BULIRSCHINT consists of:

F = the function to be intedrated must be supplied as a typed
ALGOL procedure with the heading:

REAL PRDCEDURE_NAME(X); VALUE X; REAL X;
A = lower Limit of integration
B = upper Limit of integration
EPS = relative error tolérance
OUTPUT., Output for BULIRSCHINT consists of:

INT = value of integrat
ERR = an upper bound for ABS C(INT = TRUE VALUE OF INTEGRAL)

USAGE. BULIRSCHINT is recommended for high accuracies (EPS>1.03=9) and
very smooth integrandse. It is not to be used to integrate polynomials
of a degree less than four or periodic functions over a periodicity
interval.

METHOD. This is a variation of Romberg integration, recently proposed
by Bulirsch and Stoer, called rational extrapolation. Let T(J) denote
the trapezoid rule approximation to the integral, INT, for successively
smaller step-sizes H(J). The basic idea is to fit a rational function
of Hxx2 to a sequence of the trapezoid sums. The value of the rational
function at H=0 (the rational extrapolation) is generally a more accur-
ate approximation to INT than any of the trapezoid sums. The extrapo-
lated values are calculated for successive sequences of trapezoid sums
and tested to see if they are approaching a limit. Let T(I,K) be the
extrapolated value of the rational function which is fitted to the val-=
ues T(J), J=I,I+1,...51+K. The T(I,K) is calculated recursively in the
program from T(J) with step=sizes H(J) = L/2,L/3sL/45,L/65L/85L125c00>
where L=B=A, in the order T(1,1),T(25,1),T(152),T(351)sT(25,2)»T(1,3)>»
CTC45,1),T(35,2)5ee0» subject to the Limitation K<6, I+K<15. These values
"fill out a trapezoidal tableau whose right=hand border, T(1,1),T(1,2),
eeesT(156)5T(256)5T(356)re0e5T(9,6), is assumed to converge to INT
(this can be proved if the integrand is smooth and no round=off error
is committed). Only the current extrapolated value (denoted by T in
the program) and -the preceding one (denoted by TA) are used in the con=
vergence test so that none of the interior values of the tableau need
to be explicitly calculated or saved.



A complicated 2=fold convergence criterion is used. The closeness of
two successive extrapolated values is tested by ERR=ABS(T=TA) <
EPSxWxTAB. EPS is the input tolerance and TAB is the current trapezoid
rule approximation to the integral of ABS(F(X)). The factor W is
determined by the program in such a way that the actual error is gener=
ally the same order of magnitude as EPSxTAB. This means that the
returned parameter ERR is conservatives, frequently overstating the
actual error by the order of magnitude of W, where 4 < W < 144, The
second part of the test is used to prevent premature exiting from the
procedure in cases where the text on T=TA is passed early because of an
unusual combination of circumstances. This test does not allow an exit
in the early stages unless certain combinations of the T(I,J) have
become monotonic (their lLimiting behavior).

REFERENCE. Bulirsch, R. and Stoer, J. 1967. Numerical Quadrature by
Extrapolation. Numerische Mathematik 9:271=-278.

L



MULTIPLE_INTEGRAIION.

SIMPS PROCEDURE.
The syntax is as follows:

REAL PROCEDURE SIMPS(X,X1,X2,EPS,F);
VALUE X1,X2,EPS; REAL X»X1,X2,EPSsF3;

PURPDOSE. SIMPS evaluates numerically a 2= or 3-dimensional iterated
integrale.

" INPUT. Input to SIMPS consists of:

X -/variabte of integration

X1 - Lower Llimit of integration
X2 = upper limit of integration
EPS = relative error tolerance

F = function to be integrated; it can be declared as a real proce-
dure or passed as a real expression

USAGE. SIMPS is specifically designed for multidimensional integrals
with variable Limits of integration. The integration should be smooth.
EPS should be greater than or equal to 1.03-6.

EXAMPLES. SIMPS({Xs0515,3=5,SIMPS(Y,0,SQRT(1=X*%2),.53=5,Xx*x2+Y*%x2))
computes the integral of X**2+Y*x*2 over the first quadrant of the unit
circle. An example of a 3=dimensional integral is SIMPS(X,=1,2,3=4,
SIMPS(Y,0sX5e5a=bsSIMPS(Z,0,X**x2+Y*x%x2,.253=4,G(X,Y»2Z))))», where G is
declared as a real procedure of the three variables X,Y,Z.

METHOD. A single call to SIMPS computes an estimate of the integral

of F(X) between the Limits X1 and X2 using a series of approximations
generated by the Simpson rule. Let S(K) be the Simpson rule approxima-=
tion using 2+«*K subintervalss, S(K) = Hx(FCA)+4xF(A+H)+2xF (A+2xH)+
(B=A)/2**K, The convergence test ABS(S(K)=S(K=1))< EPSxW is applied
for K > 3 so that at least eight points are used in the final estimate.
If this test is not passed, S(15) is returned as the answer. The pro=
cedure is written in such a way that it may call itself. Also, the
limits X1 and X2 may be expressions. Therefore, SIMPS is specifically
designed to evaluate integrated integrals.

REFERENCE. Olynyk, Frank. 1964. ALGORITHM 233, Simpson's Rule for
Multiple Integration. Comm. ACM 7:348. ' '



DOUBLEINTEGRAL PROCEDURE.
The syntax is as follows:

REAL PROCEDURE DOUBLEINTEGRAL(F,A1,B1,A2,B2,EPS);
VALUE A1,B1,A2,B2,EPS; REAL A1,B1,A2,B2,EPS;

PURPOSE. DOUBLEINTEGRAL integrates numerically a function of two
variables over a rectangle. :

INPUT. Input to DOUBLEINTEGRAL consists of:
F - function to be integrated; it must have a heading of the form:

REAL PROCEDURE F(X,Y);
VALUE X»Y3 REAL X»,Y;5

Al - lower Limit of integration of X axis

B1 = upper limit of integration of X axis

A2 = lower Limit of integration of Y axis

B2 - upper Limit of integration of Y axis

EPS = relative error tolerance
USAGE. DOUBLEINTEGRAL may only be used for double integrals with con-
stant limits. The procedure is adaptive to handle general integrands.
EPS should be greater than or equal to 1.03=6.
EXAMPLE. DOUBLEINTEGRAL(F,0,1,0,2,3=5) evaluates the integral of a
function F of two variables over the rectangle with vertices at (0,0),
(0,2), (1,2), (0,2). :
METHOD. The double integral is treated as a 1=-dimensional integral of
a function which is itself an integral. The adaptive procedure

SIMPSONINT is used for the 1=-dimensional integration.

REFERENCE. This is a modification of: McKeeman, W M. ‘1962, ALGORITHM
146, Multiple Integration. Comm. ACM 5:604.

»
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" TRIPLEINTEGRAL PROCEDURE.

The syntax is as follows:
REAL PROCEDURE TRIPLEINTEGRAL(F,A1,B1,A2,B2,A3,B3,EPS);
VALUE A1,B1,A2,B2,A3,B3,EPS; REAL A1,B1,A2,B2,A3,B3,EPS;
REAL PROCEDURE F3

PURPOSE. TRIPLEINTEGRAL integrates numerically a function of three
variables over a 3=dimensional rectangle.

INPUT. Input to TRIPLEINTEGRAL consists of:
F = function to be integrated; it must have a heading of the form:

REAL PROCEDURE F(X,Y,Z);3
VALUE X»Y»Z? REAL X»Y»Z;

Al = lower Limit of integration on X axis

B1 = upper Llimit of integration on X axis

A2 = Llower Limit of integration on Y axis

B2 = upper lLimit of integration on Y axis

A3 - Lower limit of integration on Z axis

B3 = upper LlLimit of integration on.Z axis

EPS = relative error tolerance
USAGE. TRIPLEINTEGRAL may only be used for triple integrals with con=-
stant limits. The procedure is adaptive to handle general integrands.
EPS should be greater than or equal to 1.03=6.
EXAMPLE. TRIPLEINTEGRAL(F,0,15=1,1,=2,05a=4) integrates the function F
of three variables over the hyperrectangle with vertices at (0,1,0),

(15150),C1,=1,0)5€05,=150)5€0,15=2),(1,1,=2),(1,=1,=2),(0,=1,=2).

METHOD. - TRIPLEINTEGRAL is an extension of the method used for
DOUBLEINTEGRAL. '

REFERENCE. This is a modification of: McKeemans, We Me 1962, ALGORITHM
146, Multiple Integration. Comm. ACM 5:604.



SECTION 5

SPECIAL FUNCTIONS

JBESS_PROCEDURE.
The syntax is -as follows:

REAL PROCEDURE JBESS (NMAX,X,J);
VALUE NMAX,X; INTEGER NMAX; REAL X3
ARRAY JL[O01;

PURPOSE. .
JBESS evaluates the Bessel functions J0seees JNMAX at the fixed value X.

INPUT.
Input to JBESS consists of:

NMAX = an integer which can be positive, negative, or zero
X = an unrestricted real value

QUTPUT. _
OQutput for JBESS consists of:

J = an array containing the values J0seees JNMAX
dimensioned [0:ABS(NMAX)]

JBESS = returned the value J(NMAX,X)

METHOD.

This procedure is a special- case of one given by Gautschi. An
iterative backward recurrence algorithm is used. The iteration is con=
tinued until approximately 0 significant digits of accuracy are
obtained. D is set at 11. The algorithm is most efficient when X is
small or moderately large in absolute value. If NMAX or X is negative,
the relations J(=K,X) = (=1)*x*xK*xJ(K,X) and J(K,=X) = (=1)xxKxJ(K»X) are
usede.

REFERENCE. .
Gautschi, Walter. 1964, ALGORITHM 236, Bessel Functions of the First
Kind. Comm. ACM 7:479-480. '
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The syntax is as follows:

REAL PROCEDURE IBESS(NMAX»X,I);
VALUE NMAX>X; INTEGER NMAX; REAL X3
ARRAY I[O01;

PURPOSE. 8
IBESS evaluates the modified Bessel functions I0s...»INMAX at the fixed
value of X.

INPUT. :
Input to IBESS consists of: ) ; ’ .
NMAX = an integer which can be positiver, negative, or zero _
X = an unrestricted real value _ a
QuUTPUT,

OQutput for IBESS consists of:

I = an array containing the value I0s¢..»INMAX
dimensioned [0:ABS(NMAX)]

IBESS = returns the value TCNMAX,X)

METHOD.

This procedure is a special case of one given by Gautschi. An
iterative backward recurrence algorithm is used. The iteration is con=
tinued until approximately D significant digits of accuracy are ‘
obtained. D is set at 11. The algorithm is most efficient when X is
small or moderately large in absolute value. If NMAX or X is negative,
the relations I(Ks,X) = I(-Kp,X) and I(K,=X) = (=1)x«KxI(K,X) are used,

REFERENCE. _ )
Gautschi, Walter. 1964. ALGORITHM 236, Bessel Functions of the First
Kinde Comm. ACM 7:479=480.



The syntax is as follows:

REAL PROCEDURE CXJBES(NMAX,X»Y,U»V);
VALUE NMAX,X,Y3; INTEGER NMAX3 REAL X,Y;
ARRAY U,V[01;

PURPOSE.
JBSSCX evaluates the Bessel Functions J0seees JNMAX at the.fixed,
complex value Z = X + I x Y.

INPUT.
Input to JBSSCX consists of:

NMAX = an integer wWhich can be positives, negative, or zero
X = the unrestricted real part of the argument
Y = the unrestricted imaginary part of the argument

QUTPUT. .
Output for JBSSCX consists of:

U = an array containing the real parts of the Qalues
JOseees JNMAX dimensioned [0:ABS(NMAX)]

V = an array containing the imaginary parts of the values
JOseoesr JNMAX dimensioned [O:ABS(NMAX)]

METHOD.

This procedure is a special case of one given by Gautschi. An
iterative backward recurrence algorithm is used. The iteration is
continued until approximately D significant digits of accuracy are
obtained. D is set at 11. The algorithm is most efficient when
modulus(z) is small or moderately large. If NMAX is negative the
formula J(=KsZ) = (=1)**xKxJ(K»Z) is used.

REFERENCE.
Gautschi, Walter. 1964. ALGORITHM 236, Bessel Functions of the First
Kinde Comm. ACM 7:3479-480.



The syntax is as follows:

REAL PROCEDURE EL1(X,KC);
VALUE X»,KC; REAL X,KC;

PURPOSE. : ,
EL1 evaluates the incomplete elliptic integral of the first kind
defined here as the integral from 0 to X of the function of T:

DT/7CC1+T*%x2) % (1+KCxx24Tx%x2)).

The parameters X and KC may be any real numbers. An alternate
definition is EL1(X,KC) = Integral from 0 to ARCTAN (X) of:

DPHI/SQRT(1=K*x*2+SIN(PHI)**2), where Kxx2 + KCx*2 = 1,

" METHOD.

The algorithm is based on the Landen transformation. Use of the
constants CA = 10**x(=D/2) and CB = 10 **x(=D=2) yields amount D signifi=
cant figures. D is set to 11. For KC = 0, EL1 reduces to ARSINH(X)
which is evaluated in double precision from its logarithmic
representation.

REFERENCE.
Bulirsch, R. 1965« Numerical Calculations of Elliptic Integrals and
Elliptic Functions. Numerische Mathematik 7:78=90.
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CEL1_PROCEDURE.
The syntax is as follows:

REAL PROCEDURE CEL1 (KC);
VALUE KC3? REAL KC;

PURPOSE. .
CEL1 evaluates the complete elliptic integral of the first kind defined
here as the integral from 0 to infinity of the function of T:

DT/((1+T**2)*(1+KC**2*T**2)).

The parameter KC may be any real number. An alternate definition is
CEL1(X,KC) = Integral from 0 to PI/2 of: :

DPHI/SQRT(I-K**Z*SIN(PHI)**2), where K«x2 + KCx*x2 = 1.

METHOD.

The algorithm is based on the Landen transformation. Use of the
constant CA = 10xx(=D/2) yields about D significant figures. D is set
to 11. For KC = 0 the integral is not finite and an exponent overflow
is caused.

REFERENCE.
Bulirsch, R. 1965. Numerical Calculations of Elliptic Integrags and
Elliptic Functions. Numerische Mathematik 7:78=90. )



EL2_PROCEDURE.
The syntax is as follows:

REAL PROCEDURE EL2(X»KC»A,B);
VALUE X,KC,A»B3 REAL X,KC,A»B;

PURPOSE. _
EL2 evaluates the general elliptic integral of the second kind defined
as the integral from 0 to X of the function of T:

DT*(A+B*T**2)/((1+T**2)*SQRT((1+T**2)*(1+KC**2*T**2))).

The parameters X»sKC»A», and B may be any real numbers. An alternate
definition is EL2(X,KC,A,B) = Integral from 0 to ARCTAN(X) of:

DPHI*(A+(B=A)*SINCPHI)**2/(SQRT(1=KC#*2+SINCPHI) **2)),
where KCx#*2 + K#x2 = 1.

METHOD.

The algorithm is based on the Landen transformation. Use of the
constants CA = 10xx(=D/2) and CB = 10*x*x(=D=2) yields when A and B have
the same sign about D valid figures, which are significant if ABS(A)
GTR ABS(B). D is set to 11. The CxZ part of the value EL2 gives the
value of the Jacobian Zeta function for Z = Kxx2., For KC=0 ELZ2 is
represented by double precision elementary functions.

REFERENCE.
Bulirsch, R. 1965. Num

erical ions of Elliptic Integrals and
Elliptic Functions. Numerische

alculat
Mathematik 7:78=90.
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CEL2_PROCEDURE.
The syntax is as .follows:

REAL PROCEDURE CEL2(KC,A,B);
VALUE KC»A»B3 REAL KC,»A,B3

PURPOSE. _
CEL2 evaluates the general complete elliptic integral of the second
kind defined as the integral from 0 to infinity of:

DT*(A+B*T**2)/((1+T**2)*SQRT((1+T**2)*(1+KC**2¥T**2))).

The parameters X»sKC»,As, and B may be any real numbers. An alternative
definition is EL2(X,KC,A»B) = Integral from O to ARCTAN(X) of:

DPHI*(A+(B=A)*SIN(PHI)**2/(SQRT(1=KC**2*SIN(PHI)*%x2)),

~Wwhere KCx*x2 + K*%2 = 1.

METHOD.

The algorithm is based on the Landen transformation. Use of the
constants PI/4 and CA = 10*x(=D/2) yields about D significant figures
when A and B have the same sign. D is set to 11. For KC=0 and B=0 the
integral reduces to the constant A. For KC=0 and B NEQ 0 the integral
is not finite. 1In this case an exponent overflow is caused.

REFERENCE. : )
Bulirsch, R. 1965. Numerical Calculations of Elliptic Integrals and
Elliptic Functions. Numerische Mathematik 7:78=90.



EL3_PROCEDURE. :
The syntax is as follows:

REAL PROCEDURE EL3(X,KC,P);
VALUE X,KC»P3 REAL X,KC,P;

PURPOSE.
EL3 evaluates the incomplete elliptic integral of the third kind which
is defined as the integral from 0 to X of the function of T:

(14T #%2) /CC1+P*T**2) *SQRT((1+T#*2) % (1+KC**2+xT*%2)) « DT,

The parameters X,P and KC are permitted to be any real numbers with
the restriction that 1+PxX+#x2 NEQ O. Standard notation for EL3 is
PICPHI,N,K) = Integral from 0 to PHI of:

DPHI/C(CL+N*«SIN(PHI)*#2)*SQRT(1=-K**2*SINC(PHI)**2)). "

The relation PI(PHI,N,K) = EL3(X,KC»P) holds, where PHI = ARCTAN(X),
K*x2+KC*x2 = 1, and P = N+1. :

METHOD.

The algorithm is based on the Bartky transformation. Use of constants
CA = 10**(=D/2)», CB = 10**(=D=2) and ND = D=2 yields D significant
figures. One digit may be lost by cancellation. D is set to 11. An
exponent overflow is caused if 1+P*xX*%x2=0,

REFERENCE. ,
Bulirsch, R. 1965. Num

erical C
Elliptic Functions. Numerische

alculations of Elliptic Integrals and
Mathematik 7:78=90.
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CEL3_PROCEDURE.

The syntax is as follows:

REAL PROCEDURE CEL3(KC,P);
VALUE KC,P; REAL KC,P3

PURPOSE.
CEL3 evaluates the complete elliptic integral of the third kind defined
as the integral from 0 to infinity of the function of T:

DT*x(14T*%2)/((1+P*T*x#«2)*SQRT((1+T*#x2)*(1+KCx*x2xTxx2))).
The trigonometric form of CEL3 is the integral from 0 to PI/2 of:
DPHI/((1+(P=1)x*SIN(PHI)*%2xSQRT(1=Kxx2+xSIN(PHI)*x%x2)).

METHOD.

The algorithm is based on the Landen<ns1:XMLFault xmlns:ns1="http://cxf.apache.org/bindings/xformat"><ns1:faultstring xmlns:ns1="http://cxf.apache.org/bindings/xformat">java.lang.OutOfMemoryError: Java heap space</ns1:faultstring></ns1:XMLFault>